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Abstract

A new implementation of layered control is described that
is specifically tailored for a vehicle capable of complex
missions. It can be configured by a user for a given mission
in a relatively straightforward fashion. Results from layered
control tests on a real vehicle were used to motivate the
architecture. Survey-type missions were conducted in
simulation to test the approach.

Introduction

In this paper we present a software architecture specifically
designed to enable fully autonomous underwater vehicles
(AUVs) to carry out complex missions with good real-time
performance on modest computers. The class of vehicle for
which the initial application is presented is a survey vehicle
which, once launched, remains out of communication until
retrieved. However, the general approach should prove useful
for a broad range of vehicle types.

The architecture, which we call "state configured layered
control" is an angmented form of layered control, a
methodology for autonomous robot control introduced by
Brooks [1]. It developed out of an evaluation of layered
control on the Sea Squirt, a small AUV designed for software
development [2,3,4] as an attempt to address several
difficulties that were encountered. Specifically, it was
determined that mission configuration with layered control
can be a subtle and demanding task since it involves
lcont;xgun'ng the intelligent control software at a relatively low
evel.

Tests of layered control for autonomous underwater survey
vehicles [2] indicated that the complexity of the layered
control architecture increases significantly as the number of
required behaviors increases. Furthermore, overall vehicle
performance is sensitive to relatively subtle interactions
between behaviors. These interactions become difficult to
anticipate with large numbers of behaviors. The architecture
presented here overcomes these problems by adding a higher
level of control to the architecture, that activates only the
behaviors appropriate to the specific phase of the mission.

_The requirements placed on the higher control level are
minimal since the layered control structure handles the actual
mission execution. The higher level is needed only to
configure the layered control structure for the particular phase

;)f tlie mission. A state transition table is used for the higher
evel,

Methodology

Software tests have been accomplished at two levels.
First, simple tests of layered control have been run in the Sea
Squirt AUV. Second, tests of the state configured control
architecture have been run in simulation. Examples of
results for both types of tests are referred to in the following
discussion.

The Sea Squirt is an autonomous underwater vehicle
designed and operated at MIT Sea Grant [5]. It serves as a
testbed for applying new ideas in artificial intelligence,
control theory and sensors to the problems associated AUV's,
The vehicle hull is cylindrical, about three feet long and eight
inches in diameter and weighs about 77 lbs out of water.
Three thrusters propell the vehicle, two horizontal and one
vertical.

The suite of sensors currently on the Sea Squirt include:
downward pointing altimeter sonar, pressure (depth) sensor,
fluxgate compass, pitch and roll sensors, yaw rate gyro, water
speed sensor, and a long baseline navigation system. The
onboard computer is a 68020-based system built by
GESPAC. The 0S-9 operating system provides a
multitasking environment that is especially suited to running
our layered control software. Sensor data is obtained via a set
of analog to digital converters and signals are sent to the
thruster controller circuits through three digital to analog
converters. The onboard computer communicates to a surface
computer via an RS-232 link in a tether. This
communication channel is used to download software to the
vehicle and to upload test data from the vehicle, it is removed
for fully autonomous tests.

In addition to actual vehicle tests, mission planning
software has also been tested in simulation. Simulation has
been necessary both as a method for preliminary testing of
advanced concepts, and as a development environment for
software relying on hardware that is not yet operational. In
particular two items have been assumed that are under
development but not yet operational onboard the Sea Squirt.
They are an obstacle avoidance sonar, and an ultrashort
baseline navigation system (USBL).

The simulation employs a model of the vehicle derived
from control tests of the Sea Squirt. A classical PD
controller is used for driving the simulated thrusters. Thus
dynamically the simulation is quite similar to the actual
vehicle. Note that one need not model vehicle dynamics too
rigorously since the purpose is to test the mission planning
level, which is coupled to the vehicle dynamics only through
the control system.
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Table 1. Breakdown of Vehicle Software [2]

Throughput*

Program Segment Size
Layered Controller 9K <1%
Control System
PD controller 1K 1%
Sliding Mode controller 11K 10%
Sensor & 1/O 20K 4%
User interface & diagnostics 20K N/A

* Thoughput: percentage of CPU time used running at
5 Hz. 85-94% is currently unused.

The real inadequacy of the simulation is in the modeling
of imperfections in sensor performance. Spurious returns on
the obstacle detection sonar, or incorrect reading from vehicle
sensors (e.g. the USBL) can have serious consequences for
mission planning. The simulation model for generating
sensor readings has provisions for adding noise. However
little attempt has been made to model sensor performance in a
rigorous fashion. The approach instead has been to assume
minimal performance capability. For example, the obstacle
avoidance sonar are only used in simulation for ranges under
nine feet, whereas preliminary tests with the sonar that has
been developed for the actual vehicle indicates operational
ranges exceeding 60 feet.

Layered Control

Useful mobile robots need to survive and do work in
dynamically changing real world environments. This is
especially true for underwater robots where it is impossible to
build structured and controlled environments. Layered control
is a design methodology, developed by Brooks and colleagues
at the MIT Artificial Intelligence Laboratory, that specifically
addresses the problems of real world survival with good real-
time performance. The utility of layered control has been
demonstrated in a variety of land-based robots [1,6,7,8] and,
more recently, in an underwater robot {2,3,4].

A great advantage of layered control is that the behavior
network has a relatively low computational overhead. An
example of the "computational frugality" of layered control is
shown in table 1 that shows how little CPU time was used
in the layered control structure of our Sea Squirt AUV. Here
it is evident that the vehicle control program and sensor
processing require much more processor time than the layered
control planner.

In conventional mobile robots sensory information is used
to construct an internal world model that in turn guides the
planner in generating the appropriate actions. Generating and
updating a world model is a computationally intensive task
and is the primary cause of the poor real time performance of
most mobile robots. Errors accumulate in the world model
with time and in proportion to the complexity of the
environment further degrading the robot's performance. With
layered control, the bottleneck in which all information must
flow through the world model is removed.

Layered control divides the operations of a robot into a
group of behaviors or layers. Each behavior receives only the
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sensory input it needs to accomplish its restricted task ang
each behavior outputs a set of motor commands to the
appropriate actuators. Conflicts between multiple behaviorg
for control of an actuator are resolved by hierarchically
arranging the behaviors. Good real time performance ig
insured by keeping the individual behaviors simple and by
running the behaviors in parallel.

Behaviors are independent entities within the layered
control structure. There are no constraints as to the
composition or function of a behavior. Experience has
demonstrated that low level high priority survival-type
behaviors should be as simple as possible to insure a quick
response to vehicle threatening situations. More complex
mission specific behaviors, such as mapping or scene
recognition may be layered over the survival behaviors,
These complex behaviors may even incorporate world
modeling. The important point here is that the low level
survival-type behaviors not be obligated to wait for or
interact with the more complex behaviors .

The ability to survive and work in a complex environment
is acquired through the evolutionary style of development of
the layered control structure. A mobile vehicle is initially
built with a few of the most important survival oriented
behaviors. The robot is then tested in the real world and the
behaviors debugged. More behaviors are successively added
to the vehicle, each thoroughly real world tested, until the
vehicle attains the desired level of competence. Sophisticated
capabilities have been shown to emerge from the collection
of relatively simple behaviors arranged in a layered control
network [7].

Our implementation of layered control on the Sea Squirt
completely eliminates interbehavior communication via
dedicated channels. Contention between behavior outputs is
resolved by a strict hierarchical ordering of the behaviors (see
figure 1). Another distinctive aspect of the Sea Squirt's
layered architecture is that the behaviors don't directly
command the vehicle's thrusters. The behaviors output high
level motor commands to a vehicle controller program that is
separate from the layered control network. The vehicle
controller translates the high level motor commands into
thruster control signals that allow the vehicle to move while
maintaining stability at all times.

The overall capabilities Sea Squirt are a function of the
types of behaviors and their priority in the layered control
hierarchy. In order to reconfigure the software for a different
mission, new behaviors must be added, old behaviors deleted
and the priority of the behaviors in the hierarchy changed.
Furthermore, activation conditions within the behaviors may
also require modification.

Lavered Control Example

Consider a mission in which the objective is to search an
area of ocean for a target using a short range sensor like a
magnetometer. The mission would typically be made up of
the following phases: first the vehicle transits to the area to
be searched. Next, the vehicle spirals outwards from the
central search point while looking for the target, perhaps a
mine or a ship wreck. Once the target is located, the vehicle
returns to a predefined retrieval location and surfaces. During
the course of the mission, the vehicle would avoid obstacles
and regions of shallow water.
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Figure 1: Layered control structure for achieving mission
defined in text. Here the highest priority behaviors is at the
bottom of the structure and the lowest priority at the top.
Behaviors at the bottom thus have the option of overriding
the higher (lower priority) behaviors.

For a real vehicle, dead reckoning might be employed for
navigating to the search area. Once in the area, the vehicle
might drop a transponder to use as a reference point for a
vehicle based ultrashort baseline acoustic navigation system.
The retrieval location might be marked by a transponder,
which would by the USBL system as a homing target, thus
providing a navigation capability for the final mission phase.

To accomplish the mission, the minimum suite of
behaviors would include:

s Waypoint acquisition: transit to user defined point. Uses
dead reckoning.

» Search generator: search for the target, dropping a
transponder at the central point and sweeping outwards in a
spiral. Uses USBL system.

*» Transponder homing: command vehicle towards
transponder. Uses USBL system.

* Recovery: surface for recovery and shut the vehicle down.

* Obstacle avoidance: uses three obstacle avoidance sonar to
a\{oid collisions. Obstacle detection sonar are 30° beam
width, range gated "acoustic whiskers."

* Shoaling avoidance: prevents the vehicle from venturing
into water that is too shallow. Uses altimeter and dead
reckoning,

The overall layered control structure would be as illustrated in
figure 1.

Of the six behaviors listed, four have to do with achieving
some phase of the mission, while two are responsible for
achieving vehicle safety. We refer to the former as goal
oriented behaviors, and the latter as survival behaviors.

The difficult aspect of implementing the architecture
defined above comes not from the individual behavior
definitions, which are relatively simply, but rather from the
coordination of the goal oriented behaviors. For example,
take a mission in which the following sequence of events is
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desired:
1) transit to location (100, 100)

2) search around location (100, 100) until target found or
power runs low

3) return home
4) make ready for recovery

Here we wish to have the waypoint behavior in control of
the vehicle first, then the search behavior should take control,
then the transponder homing behavior and finally the recovery
behavior. It is up to the user to ensure that the behaviors
take control at the appropriate phase of the mission, and
relinquish control when their function has been served. Itis
especially important that at least one goal oriented behavior
be active at all times. Thus a principle difficulty is the
coordination of goal oriented behaviors.

Coordination between behaviors becomes even more
complex for more complex missions, in which a larger
number of distinct mission phases are required. Furthermore,
the above example does not incorporate any error recovery
routines. What happens if a transponder is dropped, but does
not work during the search phase? This can be handled with
layered control, but the coordination issues become quite
complex.

An autonomous underwater vehicle should be capable of
supporting a variety of missions to improve its utility. In
general, ease of reprogramming has not been a priority in
earlier implementations of layered control. State configurable
layered control has been developed to allow for the easy and
rapid reconfiguration of a layered control structure both during
a mission and between missions.

nfi Layer nfrol

State configured layered control is specifically developed
to address the issue of mission specific behavior coordination.
In state configured control, only the goal oriented behaviors
pertinent to the specific phase of the mission are active.
Those not pertinent remain inactive. The responsibility for
ensuring that the behaviors are activated at the right time and
with the right priority is delegated to a structure external to
the layered control architecture. We have employed a state
table as the higher level, because it is simple and is capable
of supporting the missions of interest.

The object of state configured control is to simplify the
layered control structure by minimizing the number of
behaviors active at any given time. This simplifies the job
for the programmer, since it is only necessary to worry about
interactions between smaller assemblages of behaviors.
Configuring missions from the existing library of behaviors
is simpler for the user, since specifying a mission by
defining a state table is simpler than configuring every
behavior individually. Finally, it has the potential of being
more efficient computationally since behaviors that are
inactive will not use CPU time.

State of Vehicle

Conceptually the new approach is to break control of the
vehicle into two different levels. The higher level is the state
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Figure 2: State configured layered control architecture. A
state table operates at the highest level, activating
individual behaviors from the behavior library. This
determines the vehicle state by configuring the layered
control structure.

table, and the lower level is the layered control structure. The
higher level specifies the vehicle state. Here we use state to
mean the set of rules by which the input variables (i.e sensor
readings) are mapped to outputs (i.e. the actuators). The part
of the system that embodies the vehicle state is the layered
control structure. Figure 2 illustrates the overall architecture.

The state table operates at a higher level of abstraction
than layered control. It is concerned with variables that can
be used to determine how the vehicle state should be
configured. It configures the vehicle by determining which
behaviors are active, what their priorities are, and by setting
parameters associated with individual behaviors (e.g. the
coordinates of the waypoint for the waypoint acquisition
behavior).

The layered control level should always be capable of
preventing damage to the vehicle without the intervention of
the state evaluation level. Changes of state should primarily
effect how the vehicle responds to sensory data to achieve
goals. The basic suite of behaviors that ensure vehicle safety
(e.g. collision avoidance) should be capable of fulfilling their
function in all of the possible vehicle states. Provided these
guidelines are met, the state evaluation level will not be
involved in the real-time control of the vehicle,

The practical consequence of divorcing the state evaluation
level from real-time control is that it enables the state
evaluation level to respond at a lower rate to changing
circumstances. While the state transistion table itself is
evaluated quickly, the variables associated with the table may
require extensive calculation. This is a consequence of the
higher level of abstraction of the state evaluation table.
Typically the variables associated with the state evaluation
level will not be the same as those that are used by the
layered control level.

State Configured Control Example

To clarify the implementation of state configured layered
control, a state transition diagram is shown in figure 3 for the
search mission described previously. The critical variables
for evaluating state are thus the boolean conditions that
determine whether 1) the transit to the search area is
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complete, 2) the target has been found, and 3) the transit to
the recovery transponder is complete. The vehicle must
terminate the mission at some point even if the target is not
found, thus a low power condition is added that will trigger
the vehicle homing state. If the power gets very low, the
vehicle will take the recovery configuration even if it has not
completed the rendezvous with the recovery beacon.

The layered control structure associated with each of the
states in the state transition diagram are depicted in figure 4,
In contrast to the implementation with the more traditional
form of layered control, the structure has many fewer
behaviors active at any given time. For a well developed
robot, one might have a library of twenty or more behaviors
of that only a few would be active at any given time.

Note that it is simple to program fail-safes. For example,
one might want to account for the possibility that the vehicle
cannot detect the recovery transponder when it comes time to
return to home. In this case, one might want a state in
which the vehicle uses dead reckoning to attempt to reach the
recovery location. If the transponder is detected during the
transit, then the vehicle would revert to the transponder
homing state. Figure 5 illustrates this possibility.

A mission run in simulation is depicted in figure 6. Here
the points at which the vehicle switches state are indicated.
Obstacles are indicated as an 'x' and shallow water as a shaded
region. The simulation is of the mission described above,
and was run with a state table and layered control
configurations depicted in figures 3 and 4. Run on a
Macintosh SE/30, the complete set of sensor, control
system, vehicle state transition table, and layered control
computations executed several times faster than real time.
This is true even with the added overhead of simulation and
graphical calculations that were run concurrently.
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A: Transit
to waypoint

"Waypoint
achieved"

"Target found"
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transponder

"Low
power”

"Very low power"
or "arrived at
transponder”

Figure 3: State transition diagram for mission defined in
text. The four different states available to the vehicle
depicted as ovals. The transition conditions are given
beside their respective transition arrows.







