
YAFC: 
Yet Another Focused Crawler

George Sakkis

The First instructional Conference
on Machine Learning (iCML 2003)

December 3-8, 2003
Piscataway, NJ USA



Focused Crawling
The Task: Retrieving, indexing and keeping up-to-
date information on the World Wide Web.
Challenges:

Huge size (>109 publicly indexable pages).
Dynamic content (news, schedules, …).

Approaches:
General search engines: Exhaustive crawling.
Focused crawlers: Selective crawling.

Goal: Retrieve as many relevant pages as possible, 
while traversing minimal number of irrelevant ones. 



Reinforcement Learning

Reinforcement Learning (RL): Learning optimal 
decision making from ‘rewards’ (or ‘punishments’).

Goal: Learn policy π that maximizes:



Time Difference Learning

Motivation: The model of the environment (reward 
and/or transition functions) is unknown.
Basic idea: Learn from the difference between 
temporally successive predictions.
TD(λ) method (Sutton, 1988):



Value Function Approximation

Motivation: State-
space too large to be 
represented explicitly.

TD-Gammon (Tesauro, 
1994): Combines TD(λ) 
with an Artificial Neural 
Network (ANN).



Focused Crawling and RL:   
Problem Formulation

Action: Following a known (but unvisited) URL.
State: All URLs discovered so far.
Reward: Relevance of the target page.
Challenges:

Intractable state-space.
Large and dynamic action-space.

Design choices:
Disregard state (as Rennie & McCallum, 1999).
Learn Q(target(URL)) instead of Q(URL).

Implication: One-step look-ahead. 



YAFC: Outline
Target function: 
Q: { Webpage representation } → ℜ
Feature-vector representation:

Bag of words.
Remove HTML tags.
Minimum word frequency threshold.
Keep N top scoring words by Information Gain.
Features: Binary (word presence/absence) or 
integer (word frequency).

Learning algorithm: TD-Gammon.



YAFC: Training

Performed in fixed size episodes. 
For each episode:

Pick a random page as the current page p.
For each step:

Extract the URLs of p and pick one URL u at random.
Estimate the reward of the page target(u).
Compute the discrepancy of Q between the current 
and the previous step.
Update the network weights and the eligibility traces.
Set p ← target(u).



Experimental Setting

Dataset: ~250K pages, ~12M hyperlinks.
Topic: Politics (US mostly).
Gathered by exhaustive crawling (up to depth 3) of 200 seed 
pages.
Relevance determined by a Naïve Bayes classifier trained 
on a sample of the dataset.

Crawlers compared:

Priority queue 
(priority = ANN response)

Priority queue 
(priority = relevance)

ListFIFO queueFrontier

YAFCRelevance basedRandomBreadth-firstCrawler



Preliminary Results

Task: Crawl 10K pages from a 
given relevant page. 
Max-frontier-size = 5K.
YAFC training configuration: 

10 root pages.
1000 episodes / root page.
8 steps / episode.

Evaluation Measure: 
Sum(relevance) vs #(pages).
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