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Abstract. One can distinguish between two kinds of trust that may be placed in
a given entitye (a person or a thing), which we cafamiliarity-based trust and
regularity-based trust. A familiarity-based trust im is a trust based on personal
familiarity with e, or on testimonial by somebody who is familiar, directly or
indirectly, with e; or even on some measure of the general reputation éf
regularity-based trust is based on the recognition ¢ha¢longs to a class, or a
community, that is known to exhibits a certain regularity—that is, it is known that
all members of this class satisfy a certain property, or that their behavior conforms
to a certain law. These two types of trust play important, and complementary,
roles in out treatment of the physical world. But, as we shall see, the role of
regularity-based trust in out treatment of the cyberspace has been limited so far
because of difficulties in establishing such trust it in this context. It is this latter
kind of trust, which is the focus of this paper.

We will describe a mechanism for establishing a wide range of regularity-based
trusts, and will demonstrate the effectiveness of this mechanism, by showing how
it can enhance the trustworthiness of a certain type of commercial client-server
interactions over the internet.

Introduction

One can distinguish between two kinds of trust that may be placed in a giveneefaity

person or a thing), which we cafamiliarity-based trust andregul arity-based trust—or,

for short, “F-trust” and “R-trust”, respectively. A familiarity-based trustkiis a trust

based on personal familiarity witty or on testimonial by somebody who is familiar

with e, directly or indirectly, or even on some measure of the general reputation of
[9]. A regularity-based trust, on the other hand, is based on the recognition beat
longs to a class, or a community, that is known to exhibits a certain regularity—that is,
it is known thatall members of this class satisfy a certain property, or that their behav-
ior conforms to a certain law. Both types of trust play important, and complementary,
roles in the physical world. But, as we shall see, the role of regularity-based trust in cy-
berspace has been limited so far, because of difficulties in establishing it in this context.
It is this latter kind of trust, which is the focus of this paper.
To illustrate the nature of regularity-based trust, and its importance, we now con-
sider three familiar examples of regularities (or, approximate regularities, to be exact)
in the physical world, and we will discuss the trust they engender:
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R1: Everything that goes up must come down.
R2: Dollar bills are not forged.
R3: Drivers stop at an intersection when they see a red light.

Although none of these regularities is absolute, they all generate degrees of trust which
makes the world we live in simpler and more manageable. The trust engendered by R1
contributes to the predictability of the natural world; this, in spite of the fact that R1
is not satisfied by objects whose speed relative to Earth exceedsctpe velocity.

The trust engendered by R2 simplifies commerce, in spite of the fact that dollar bills
are sometime forged. The occasional violations of R2 does have an effect on the degree
of trust emanating from it, as is evident from the fact that while one usually excepts
individual dollar bills at their face value, one is likely to check $100 bills more carefully.
Finally, it is hard to imagine vehicular traffic without the trust engendered by R3, which
allows one to drive through a green light without slowing down. The unfortunately
limited validity of R3 is the reason that careful drivers tend to take a quick look at their
left and right before crossing an intersection at a green light.

The remarkable usefulness of regularity-based trust is due to the fact that it allows
one to deal with a whole class of entities in a uniform manner, without having to be
familiar with the individual member at hand—once an entity is recognized as a member.
For example, we usually know nothing about the driver we encounter at an intersection,
beyond the fact that he or she is driving a car on the road—and thus assumed to satisfy
R3. This advantage of R-trust is not shared by familiarity-based trust, which deals with
individuals. It is true thapublic-key infrastructures (PKIs), provides for massive and
scalable authentication of the identity and roles of principals [19, 8] via distribution of
certificates; but each such certificate require a degree of familiarity, by somebody, with
the individual being certified. The advantage of F-trust, on the other hand, is that it can
provide one with comprehensive information about a given individual; while R-trust
provides just the common denominator of a class of entities, and thus cannot be very
specific. For example, R3 tells us nothing about where would a given driver go after
stopping at a red light, which we might know if we are familiar with him, or with her.

It is also important to note that R-trust often relies on certain F-trust, so that these
two types of trusts are not quite independent. For example, our trust in R1 is based,
for the non-physicists among us, on familiarity with our physics teachers, who told us
about Newton’s laws, and on the reputation of the physics textbooks we read. And our
trust in R2 relies on the reputation of the bank in charge of printing money. We will see
additional example of this phenomenon later.

Now, how are regularities established, and what are the reasons for trusting them?
In the physical world, one can distinguish between two kinds of regulariataral
regularities, like R1 above, which are due to the laws of nature; aridicial regulari-
ties, like R2 and R3, induced by societal laws, policies and customs. Of course, passing
a social law, or declaring an organizational policy, does not, by itself, generate a reg-
ularity. One needs some means for ensuring that this law or policy is actually obeyed.
Such means include, self interest, social mechanism of enforcement, and physical con-
straints. For example, the main reason that traffic laws like R3 are generally complied
with, is the personal danger in violating them—dangers from other cars, and from the
police. And the reasons that money is generally not being forged is due to the physical
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difficulty of forging money bills (which is becoming easier lately, due to the improving
printing technology), together with the fear of being caught in violating the social laws
prohibiting forging.

The problem we are facing in establishing R-trust in cyberspace, is that many of the
factors that support regularities in the physical world—like physical constraints, and the
fear of being caught violating a law—do not exist, or are less effective, over the inter-
net. Nevertheless, certain types of trust-generating regularities do exist in cyberspace,
playing critical roles in it. The most important of these is the natural regularitgrof
plexity of computation. That is, the universal difficulty of solving certain computational
problems. This regularity gives rise toyptography [20], which is, in turn, the foun-
dation on which much of the current trust-management [4, 13] technology rests. But in
spite of its critical importance for generating trust, the range of regularities that can be
directly established via cryptography is rather limited. For example, although it is pos-
sible to represent money via digital certificates, cryptography alone cannot stop such
certificates from being duplicated—which means taisical cash cannot be directly
represented cryptographically. (We will return to this point later in this paper.)

Itis also possible to establigntificial regularitiesin cyberspace, simply by means
of voluntary compliance with declared policies. This is how important regularities such
as the use of HTML for writing web pages, and the use of IP for communication, have
been established all over the internet. But the effectiveness of voluntary compliance as a
means for establishing regularities is severely limited. Indeed, for voluntary compliance
with a given policyP to be reliable, the following two conditions need to be satisfied:
(a) it must be the vested interest of everybody to comply vidthand (b) a failure to
comply with P, by somebody, or somewhere, should not cause any serious harm to
anybody else. If condition (a) is not satisfied (as under R2) then there is little chance for
P to be observed everywhere, even if it is declared as a standard. And if condition (b)
is not satisfied (as it is under R3) than one has to worry about someone not observing
P, perhaps inadvertently, and thus causing harm to others.

Clearly, the only way to ensure conformance with a policy that does not satisfy
conditions (a) or (b) above, is ®nforce it. If the community subject to this policy is
small enough, then such enforcement can sometimes be carried out by employing a
trusted third party (TTP) to function as a kind a&ference monitor [1], which mediates
all the interactions subject to it. This has been done by several projects [3, 12], mostly
in the context of distributed enterprise systems. But if the community is large, as is
often the case over the internet, then the use of a single reference monitor is inherently
unscalable, since it constitute a dangerous single point of failure, and could become a
bottleneck if the system is large enough. This difficulty can be alleviated when dealing
with static (stateless) policies, simply by replicating the reference monitor—as has been
done recently in [14].

But replication is very problematic fatynamic (or, stateful) policies, which are
sensitive to the history, or state, of the interactions being regulated. This is because
every state change sensed by one replica needs to be propagated, synchronously, to all
other replicas of the reference monitor. Such synchronous update of all replica could be
very expensive, and is quite unscalable. And dynamic policies are very important for
many trust-related applications. In particular, things lygaration of duties[7, 10], the
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so called Chinese Wall (CW) policy [5], and the effects of the expiration or revocation
of a certificate on the power of an agent holding it [2], are all dynamic. Dynamic policies
are particularly important for fostering regularity-based trust in electronic commerce,
as we will illustrate via an example in the following section. All such dynamic policies
would be very hard to enforce scalably via centralized reference monitors, whether
replicated or not.

It isthe purpose of this paper to show that it is possible to establish a wide range of
regularity-based trusts, dynamic and otherwise, by employing a genuinely decentralized
approach to policy enforcement, which is based on the following principles:

1. Policies are to be formulated locally, so that the ruling of the policy regarding
operations by a given subject depends dynamically only on the history of its own
interactions with the rest of the community.

2. The enforcement of a policy over a given community isto be carried out by a set of
trusted-third-partiesone per member of the community, acting as reference moni-
tors, all interpreting the same policy.

In Section 3 we will outline a mechanism callkgv-gover ned interaction (LGI), which

has been designed according to these principles, and whose current prototype imple-
mentation has already been applied to a wide range of distributed and dynamic policies.
In Section 4 we present a case study that shows how the this mechanism can be used
to support trustworthy e-commerce, by enforcing the example policies introduced in
Section 2. We conclude in Section 5, with an examination of the complementary inter-
relationship between familiarity-based trust and regularity-based trust.

2 Towards Regularity-Based Trust in E-Commerce—
an Example

The purpose of this section is to demonstrate the potential usefulness of R-trust in cy-
berspace, and the difficulty of establishing such trust via conventional techniques. For
this purpose, we will postulate a certain form of commercial client-server interaction.
And we will propose a couple of highly dynamic policies which should ease this in-
teraction, making it more trustworthy—provided that they are enforced, and thus made
into regularities.

Consider a large and open commurgtydistributed over the internet, whose mem-
bers provide each other withrepaid services. Let the standard service request in this
community be a message of a foonder (specs, f ee), wherespecs specifies
the nature of the requested service, &ee is the payment for the service requested,
which can be very small—few cents, say. To ease the interaction between clients and
servers, making it more efficient and more trustworthy, we introduce here two policies:
(a) a policy regarding the treatment of e-cash, used as payment for services, and (b) a
policy regarding the response by the server to an order. These policies are described in-
formally, and motivated, below; they would be formalized via an LGl law in Section 4.
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The Cash Handling (C H) Policy: Given the possibly small size of payments for ser-
vices, the use of traditional kind of e-cash certificates is not practical. Because, as has
been pointed out by Glassman et. al. [11], each such certificate would have to be val-
idated by the issuing bank, whenever used, for fear of duplication. This is far too ex-
pensive for small payments. We would like, therefore, payments to be carried out just
like cash payment in the physical world. This should be possible if the following cash
handling C'H) policy is established as a regularity among all clients and servers.

1. Each member of the community must be able to withdraw cash from an account
he/she/it has in some bank, storing it in its own electronic wallet (Banks used for
this purpose must be authenticated by a specified CA).

2. The payment included in an order sent by agent x must be taken from the electronic
wallet of x, just as physical cash is taken from one's physical wallet.

3. When a payment is obtained by server y, it is to be added to its electronic wallet;
and can then be used by orders made by y, or for depositing in 's bank account.

This policy, if enforced, would be an improvement over the Millicent protocol devised
by Glassman et. al. [11] for a similar purpose. Under the Millicent protocol clients use
vendor-signedcrips for payments. Such scrips are copyable, and thus needs to be val-
idated by the vendor, for every query, which requires a centralized database of valid
scrips. Moreover, the vendor has to send a new scrip to the client, as his change. All
this involves substantial overhead, and is not very scalable because of the centralized
database that it employs. Under d@tiff policy, however, none of this overhead would

be necessary—provided that individual agents in commufiigan be trusted to ob-
serve this highly dynamic policy.

A Policy Regarding Server’s Response (SR): Clients generally cannot predict the time
it would take the server to carry out his order, in particular because the server may have
a backlog of prior orders. Moreover, suppose that the server may end up declining the
order, because it is too busy, or because it is unable or unwilling to carry it out for
some other reasons. This situation presents the following difficulties for clients: First,
once an order is sent, the client may be stuck, waiting indefinitely for the service to be
performed, with his money tied up in an order that may eventually be declined. Second,
the client has no certainty that if the order is declined his money will be ever returned.
To alleviate these difficulties, we would like to provide clients with the assurance
that the following §'R) policy regarding response to service orders is satisfied for all
their orders:

Once a client x sends a message or der ( specs, f ee) toaserver y, heis
guaranteed to receive one of the following two responses within a bounded
delayD, which is independent of (and generally much smaller than) thetime it
takes to carry out the requested service itself:
1. Themessageaccept (specs, f ee), whichsignifiesthat the server agrees
to carry out the service, for the specified fee.
2. The message decl i ne(spec, f ee), which is signifies that the server
declines the service order, returning in this message, the f ee sent by the
client.
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Note thatS R has nothing to say about the time it should take to carry out the requested
service, nor does it provide any assurances that the service will be carried out properly,
or at all. Yet, if this policy can be established as a regularity, for any order, sent to any
server in community’, it would provide the following advantages:

— An accept (specs, f ee) message from a servgrcan be viewed as a com-
mitment byy to carry out this service for the specified fee. If this message can be
authenticated as coming froyn then it can be used by the clieim,a court of law,
as a proof of this commitment. (Authentication of such messages cab be accom-
plished via cryptography; the proof in a court of law is not a technical matter, of
course.)

— The assurance, provided B\, that every order will be either accepted or declined
within D seconds, with the money returned in the latter case, allows a client to plan
a “shopping expedition” — by trying out a sequence of servers, onel@sebonds,
until somebody accept the order.

3 The Concept of Law-Governed Interaction (L Gl)—an Overview

Broadly speaking, LGl is a message-exchange mechanism that allapsregroup of
distributed agents to engage in a mode of interaajawer ned by an explicitly specified
and strictly enforced policy, called tHeteraction-law (or simply the “law”) of the
group. The messages thus exchanged under a giveq kame calledC-messages, and
the group of agents interacting viamessages is called @hcommunityC . (or, simply,
acommunity C.)

We refer to members of af-community asgents®, by which we mean autonomous
actors that can interact with each other, and with their environment. An agent might be
an encapsulated software entity, with its own state and thread of control, or a human
that interacts with the system via some interface. Bothstiugects and theobjects of
the traditional security terminology are viewed here as agents. A community under LGI
is open in the following sense: (a) its membership can change dynamically, and can be
very large; and (b) its members can be heterogeneous. For more details about LGI, and
about its implementation, than provided by this overview the the reader is referred to
[18], and to [23] for more recent results.

3.1 OntheNatureof LGI Laws, and their Decentralized Enfor cement

The function of an LGI lawC is to regulate the exchange 6fmessages between mem-
bers of a communit¢ .. Such regulation may involve (a) restriction of the kind of mes-
sages that can be exchanged between various membe@ys @fhich is the traditional
function of access-control policies; (b) transformation of certain messages, possibly
rerouting them to different destinations; and (c) causing certain messages to be emitted
spontaneously, under specified circumstances, via a mechanism we call obligations.

! Given the currently popular usage of the term “agent”, it is important to point out that we do
not imply either “intelligence” nor mobility by this term, although we do not rule out either of
these.
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A crucial feature of LGl is that its laws can tsateful. That is, a lawL can be
sensitive to the dynamically changistte of the interaction among members ©®f.
Where by “state” we mean some function of the history of this interaction, called the
control-state (CS) of the community. The dependency of this control-state on the history
of interaction is defined by the lag itself.

But the most salient and unconventional aspects of LGI laws are their strictly lo-
cal formulation, and the decentralized nature of their enforcement. To motivate these
aspects of LGI we start with an outline of a centralized treatment of interaction-laws
in distributed systems. Finding this treatment unscalable, we will show how it can be
decentralized.

On a Centralized Enforcement Interaction Laws: Suppose that the exchange ©f
messages between the members of a given commdnitg mediated by a reference
monitor 7', which is trusted by all of them. Lef consist of the following three part:

(a) the lawL of this community, written in a given language for writing laws; (b) a
genericdlaw enforcer £, built to interpret any well formed law written in the given law-
language, and to carry out its rulings; and (c) the control-sta$¢ ¢f communityC

(see Figure 1(a)). The structure of the control-state, and its effect on the exchange of
messages between memberg pfare both determined by lag. .

This straightforward mechanism provides for very expressive laws. The central ref-
erence monitof has access to the entire history of interaction within the community
in question. And a law can be written to maintain any function of this history as the
control-state of the community, which may have any desired effect on the interaction
between community members. Unfortunately, this mechanism is inherently unscalable,
as it can become a bottleneck, when serving a large community, and a dangerous single
point of failure.

Moreover, when dealing with stateful policies, these drawbacks of centralization
cannot be easily alleviated by replicating the reference mofiitas it is done in the
Tivoli system [14], for example. The problem, in a nutshell, is that if there are several
replicas of7, then any change i@S would have to be carried osgnchronoudly at all
the replicas; otherwise may be able to get information from other companies in set
s, via different replicas. Such maintenance of consistency between replicas is very time
consuming,and is quite unscalable with respect to the number of replidas of

Fortunately, as we shall see below, law enforcement can be gendewehtralized,
and carried out by a distributed sgf, | xinC} of, what we call,controllers, one for
each members of communify(see Figure 1(b)). Unlike the central reference monitor
T above, which carries the CS of the entire community, contr@llecarries only the
local control-state CS,. of x—whereCS,. is some function, defined by law, of the
history of communication betweenand the rest of th€-community. In other words,
changes of’S, are strictly local, not having to be correlated with the control-states
of other members of th&-community, However, such decentralization of enforcement
requires the laws themselves tolbeal, in a sense to be defined next.
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Fig. 1. Law Enforcement: (a) centralized version; (b) decentralized law enforcement under LGI

The Local Nature of LGI Laws. An LGI law is defined over a certain types of events
occurring at members of a commungtgubject to it, mandating the effect that any such
event should have. Such a mandate is calledthieg of the law for the given event.
The events subject to laws, callemhulated events, include (among others): ttsending

and thearrival of an £-message; the occurrence of exteption; and the coming due

of anobligation. The operations that can be included in the ruling for a given regulated
event, calledorimitive operations, are all local with respect to the agent in which the
event occurred (called, the “home agent”). They include, operations on the control-state
of the home agent; operations on messages, suthrasar d anddel i ver ; and the
imposition of an obligation on the home agent. To summarize, an LGI law must satisfy
the following locality properties:

— alaw can regulate explicitly onlipcal events at individual agents;

— the ruling for an eveng at agentx can depend only og itself, and on thdocal
control-state CS ,.; and

— the ruling for an event that occurs atcan mandate onljocal operationsto be
carried out ak.

Decentralization of Law-Enforcement: As has been pointed out, we replace the central
reference monitof” with a distributed se{7, | « in C} of controllers, one for each
members of communitg. Structurally, all these controllers are generic, with the same
law-enforcel€, and all must be trusted to interpret correctly any law they might operate
under. When serving members of commurdity, however, they all carry theame law

L. And each controllef7, associated with an agemtof this community carries only
thelocal control-stateCS ., of « (see Figure 1(b)).

Due to the local nature of LGI laws, each controller can handle events that oc-
cur at its clientz strictly locally, with no explicit dependency on anything that might
be happening with other members in the community. It should also be pointed out that
controller7, handles the events atstrictly sequentially, in the order of their occur-
rence, and atomically. This, and the locality of laws, greatly simplifies the structure of
the controllers, making them easier to use astawgted computing base (TCB).
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Note that an LGI law cannot dedirectly with an exchange of messages between
agents. But it can regulate such an exchange, indirectly, by regulating the local events
of the sending of a message, and of its arrival, at two different agents. Indeed, as we
can see in Figure 1(b), evefrmessage exchanged between a pair of ageatsdy,
passes through a pair of controlle?s: and7,. This may seem to be less efficient than
using a single central controll&r, when7 is not congested. But as has been shown
in [18], the decentralized mechanism is actually more efficient in a wide range of its
applicability.

Finally, we point out that the LGI model is silent on the placement of controllers
vis-a-vis the agents they serve, and it allows for the sharing of a single controller by
several agents. This provides us with welcome flexibilities, which can be used to min-
imize the overhead of LGI under various conditions. A preliminary study [18] of such
an optimization produced very positive results. The sharing of single controller by sev-
eral agents, in particular, allows one to optimize law enforcement by devising various
sharing strategies, including the use of a single centralized controller to mediate all
message exchange among the members of a given community—where such centralized
enforcement happen to be optimal.

3.2 A concept of enforceable obligation

Obligations, along with permissions and prohibitions, are widely considered essential
for the specification of policies for financial enterprises [15]. The concept of obligation
being employed for this purpose is usually based on conventileoatic logic [16], de-

signed for the specification of normative systems, or on some elaborations of this logic,
such as taking into account interacting agents [6]. These types of obligations allows
one to reason about what an agent must do, but they provide no means for ensuring that
what needs to be done will actually be done [21]. LGI, on the other hand, features a
concept of obligation that can be enforced.

Informally speaking, an obligation under LGl is a kind robtive force. Once an
obligation is imposed on an agent—which can be done as part of the ruling of the law
for some event at it—it ensures that a certain action (caedtion) is carried out at
this agent, at a specified time in the future, when the obligation is saiohte due—
provided that certain conditions on the control state of the agent are satisfied at that
time. The circumstances under which an agent may incur an obligation, the treatment
of pending obligations, and the nature of the sanctions, are all governed by the law of
the community. For a detailed discussion of obligations the reader is referred to [18].

3.3 TheDeployment of LGI

All one needs for the deployment of LGI is the availability of a set of trustworthy
controllers, and a way for a prospective client to locate an available controller. This
can be accomplished via one or maatroller-services, each of which maintains a

set of controllers, and one or more certification authorities that certifies the correctness
of controllers. A prototype of such a controller service has been implemented, and is
fully operational at Rutgers University—it is expected to be released by the end of
the summer of 1993. This prototype can serve as the basis for the deployment of LGl
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within an enterprise. However, for effective deployment over the internet, the controller

services need to be provided by some reliable commercial or governmental institutions.
Now, for an agent: to engage in LGl communication under a layit needs to

locate a controller, via a controller-service, and supply this controller with theClaw

it wants to employ. Once is operating under law it may need to distinguish itself

as playing a certain role, or having a certain unique name, which would provide it

with some distinct privileges under la One can do this by presenting certain digital

certificates to the controller, as we will see in our case study.

3.4 ThelLanguagefor Formulating Laws:

Abstractly speaking, the law of a community is a function that retumnsiag for any
possible regulated event that might occur at any one of its members. The ruling returned
by the law is a possibly empty sequence of primitive operations, which is to be carried
out locally at thehome of the event. (By default, an empty ruling implies that the event

in question has no consequences—such an event is effectively ignored.) Such a function
can be expressed in many languages. We are currently using two languages for writing
our laws, which are restricted versions of Prolog and of Java. In the rest of this paper
we employ the Prolog-based langauge for writing LGI-laws.

3.5 Thebasisfor trust between members of a community

Note that we do not propose to coerce any agent to exchAngessages under any
given law L. The role of enforcement here is merely to ensure dmgitexchange of
L-messages, once undertaken, conformsto law L. In particular, our enforcement mech-
anism needs to ensure that a message received undéiawbeen sent under the same
law; i.e., that it is not possible to forg&-messages). For this one needs the following
assurances: (a) that the exchang€-ahessages is mediated by correctly implemented
controllers; (b) that these controllers are interpretingsiree law £; and (c) thatC-
messages are securely transmitted over the network. This architectural idea has been
later adopted by Stefik in his “trusted systems” work [22]—although Stefik’s work may
have been done without any knowledge of the previous (1991) work of this author [17].
But Stefik applied this idea only in the limited contextraght management.

Broadly speaking, these assurances are provided as follows. controllers used for
mediating the exchange d@-messages authenticate themselves to each other via cer-
tificates signed by a certification authority specified by the cladgg hori t y of law
L (as will be illustrated by the case study in the following section). Note that different
laws may, thus, require different certification levels for the controllers used for its en-
forcement. Messages sent across the network must be digitally signed by the sending
controller, and the signature must be verified by the receiving controller. To ensure that
a message forwarded by a controllerunder lawZ would be handled by another con-
troller 7, operating under theame law, 7, appends a one-way hash [28]of law £
to the message it forwards . 7, would accept this as a vali-message undef if
and only ifHis identical to the hash of its own law.

Finally, note that although we do not compel anybody to operate under any partic-
ular law, or to use LGlI, for that matter, one may dftectively compelled to exchange
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L-messages, if one needs to use services provided only under this law. For instance, if
servers, in our case study in Section 4, are accept service-orders oflgvressages,

then the clients will be compelled to send their ordersSiamessages as well. Con-
versely, once clients commit themselves to usitzmessages for their orders, servers
would be effectively compelled to accept these commands only in this manner. Simi-
larly, if a bank wants to serve agents in ti€-community, it will have to do operate
under this community itself. This is probably the best one can do in the distributed
context, where it is impossible to ensure that all relevant messages are mediated by a
reference monitor, or by any set of such monitors.

4 Establishing Trustworthy Client-Server Interaction—a Case
Study

In this Section we introduce an LGI law calle&X (for service law), which enforces

the cash handling policydH) and the server’s response policyK), introduced in
Section 2—thus establishing them as regularities over the community that uses this law.
We will also examine, in Section 4.1, the relationship between R-trust and F-trust, as
both of these are employed in this example.

Law S, displayed in Figures 2 and 3, has two papseamble and body. The
preamble of this law contains the following clauses: First there is #ag hor i t y( pk1)
clause that identify the public key of the certification authority (CA) to be used for the
authentication of the controllers that are to medigittmessages. This CA is an im-
portant element of the trust between the agents that exchange such messages. Second,
there is amaut hori t y clause, which provide the public key of the CA that would
be acceptable under the this law for certifying banks; this CA is given a local name—
“bankingCA,” in this case—to be used within this law. Third, th&i t i al CS clause
specifies the initial control-state of all members in this community, which are to have
the termcash( 0), signifying that each member of this community starts with zero
balance in it electronic wallet (represented by the teemh).

The body of this law is a list of all its rules, each followed by a comment (in
italic), which, together with the following discussion, should be understandable, at least
roughly, even for a reader not well versed in our language for writing laws. These rules
can be partitioned into three groups, dealing with different aspects of the law: (a) rules
R1 throughR5, which govern banking; (b) rulgg86 andR 7, which deals with the mak-
ing of service orders; and (c) rulé&8 through’R12, which govern server’s responses
to orders. These three aspects of the law are now discussed in this order.

Banking: By Rule R1, an agent can claim the role of a bank, and thus get the term
r ol e( bank) into its control-state—by presenting an appropriate certificate issued by
banki ngCA. By RuleR2, such a bank—i.e., any agent that has the tesine ( bank)

in its control-state—can send messages of the fyirmeMoney( D) to anybody in this
community. When this message arrives at its destinatjdhen, by Rulek 3, the value

of thecash term in the control-state of will be incremented by, and the message
would be delivered tg itself, to notify him of this event. In this way a bank can provide
arbitrary amount cash to any community member.
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Preamble:

cAuthority(pk1).
authority(bankingCA, pk2).
initialCS([cash(0)]).

R1.

certified([issuer(banki ngCA), subject (X),
attributes([rol e(bank)])) :- do(+rol e(bank))).

an agent may claim the role of a bank by presenting an appropriate certificate issued by

ca).

R2.

sent (B, gi veMoney(D), X) :- rol e(bank) @S, do(forward).
A gi veMoney message can be sent by a bank to anybody

R3.

arrived(B, gi veMoney(D), X)
:- do(incr(cash(Bal1),D), do(deliver).
A gi veMoney( D) message arriving at any agefitvould increment the cash &fby D.

RA4.

sent (X, deposit(D),B) :- cash(Bal)@s, ( D =< Bal),
do(decr(cash(Bal ), D)), do(forward).

A messagaleposi t (D) would be forwarded to its destination if the sender has

thanD of cash, after his cash balance is reduce®by

R5.

arrived(X, deposit(D),B) :- role(bank)@s,

do(deliver).
If the reciepient of aleposi t message is a bank, the message would be delivere
without further ado; otherwise it would be blocked (see comment in the text of the p

R6.

sent (C, order ( Specs, Fee),S) :- cash(Bal)@s, ( Fee =< Bal),
do(decr(cash(Bal ), Fee)), do(forward).

A messag®r der ( _, Fee) can be send only by one whose cash balance is large

Fee. This balance is decremented by the sending.

RT.

arrived(C, order(Specs, Fee),S) :- do(incr(escrom Bal), Fee)),
do(i mpose_obl i gati on(respond(C, Specs, Fee), 60)),
do(deliver).

nore

i to it
aper).

than

When an order arrives, iBee is added to the cash of the reciepient, the order is delivered

to him, and an obligation is imposed to respond to the order in 60 seconds (s€e R)le

Fig.2. The Service Law§ L)—Part |

Symmetrically, by Rule®k4 andR5 anybody can send any part of his cash balance

for deposit in a bank. (It should be pointed out, though, that if a deposit message is sent
to a non-bank, the money in it would be lost. Such loss can be easily prevented, at the
cost of a slight complication of these rules).

A point of clarification is in order here: this law does not deal with the withdr

awal

requests sent to the bank, which presumably prompt the bank to send cash—such re-
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quests are left unregulated here, so they can be communicated in arbitrary ways, such
as via e-mail.

making Service Orders: The sending of service order of the foonder ( specs, f ee)

is governed by Rul&6, which allows this message to be sent only if the cash balance
of the sender is at least as largd &. If the order is sent, then the cash balance of the
sender is decremented bge. By Rule’R7, the arrival of this order at a serv@rcauses

the following operations to be carried out: (a) the escrow accouniincremented by

f ee; (b) an obligatiorr espond( ¢, specs, f ee) is imposed ors, to become due

in 60 seconds (used here as an example); and (c) the order is deliveratbedf. As

we shall see below, the money deposited into escrow will be withdrawn from it when
a response to the order in question is given. Note that this money cannot be used by
to make his own orders, because, by RE, orders can utilize only money defined as
cash.

Responsesto Orders:. As long as the obligationespond( c, specs, f ee) is pend-
ing, s can respond voluntarily to the order he received froneither by accepting or
be declining it, as follows:

— Toacceptanor der (specs, f ee) received front, the serves sends a message
accept (specs, f ee) toit. This message is governed by Rufe8 andR10.
By RuleR8, the sending of anccept message causes the following operations
to be carried out: (a) ee dollars are removed from the escrow and added to the
cash value o8, thus making this money usable byfor making its own orders;
(b) the relevant espond( . . . ) obligation is repealed, since it is obviously not
needed any longer; and (c) thecept message is forwarded to
By RuleR10, the arrival of a messagecept (specs, f ee) causes the term

recei pt (accept (specs, fee), Ti ne)

to be added to the CS of the receieemwhich can serve as a time-stamped record
of the promise of the server to carry out the service. Note that the parahester
in this message doe®mt cause any transfer of cash.

— To declineanor der ( specs, f ee) received fronc, the serves sends a mes-
sagadecl i ne(specs, f ee) toit. This message is governed by Ruik8 andR 11.
By Rule R9, the sending of adecl i ne message causdé®e dollars to be re-
moved from the escrow, and to be transferred in the message forwardethi®
respond(...) obligation is then repealed, as in the previous case, and the de-
clined message is forwarded. By RR4 1, the arrival of a messagec! i ne( specs, f ee)
atc, causes ee dollars to be added to the cashmfthus returning to it the money
it send with the request hereby declined.

If servers did not respond t@r der ( specs, f ee) from c in time, then obligation
respond(c, specs, f ee) (imposed by the arrival of this order) would come due,
triggers the sanction defined by Rt 2.

This sanction is as follows: (d)ee dollars are withdrawn from the escrow sf
(b) adecl i ne message is forwarded to clieof with precisely the same effect that
a voluntary decline would have. The promise of bounded delay of the response, made
by the policySR in Section 2, is based on fairly standard, even if not entirely reliable,
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RS.
sent (S, accept ( Specs), O
:- obligation(respond(C, Specs, Fee), T) @S,
do(decr (escrowBal ), Fee)), do(incr(cash(Bal), Fee)),
do(repeal _obligation(respond(C, Specs, Fee), )),
do(forward).
An agent can send atcept message only if it has a matching obligationm tsspond;
this obligation is automatically repealed by this responce.
R9.

sent (S, decl i ne( Specs, Fee), Q)
;- obligation(respond(C, Specs, Fee), T) @S,
do(decr (escrow(Bal ), Fee)),
do(repeal _obligation(respond(C, Specs, Fee), ))),
do(forward).
Similar to the previous rule, except that thecl i ne message carries with it tHeee
found in the obligation to respond, after removing it from the balance.
R10.
arrived(S, accept (Specs, Fee), O : -
do( +recei pt (accept ( Specs, Fee), Tine)), do(deliver).

agent.
R11.
arrived(S, decline(Specs, Fee), Q) :-
do(incr(cash(Bal), Fee)), do(deliver).
Get the money and deliver the message
R12.
obl i gat i onDue(respond(C, Specs, Fee))
;- do(decr(escrowm Bal), Fee)),
do(forward(decline(Specs, Fee),C, Self)).
The sanction consists of (a) decrementing the balance, to allow for the money to
turned, and (b) forwarding théecl i ne message to the original client, which has
same effect as thigecl i ne message sent voluntarily under RIRA 1.

Upon its arrival, araccept message is recorded in the CS of aggrdnd delivered to its

be re-
the

Fig.3. The Service Law§ £)—Part Il

assumptions of reliable communication, bounded message-transition time, and bounded

difference between the rate of clocks.

4.1 OntheRelationship between R-trust and F-trust

We conclude this section with an examination of the complementary interrelationship
between familiarity-based trust (F-trust) and regularity-based trust (R-trust), as it is
reflected in the case study of this paper. Basically, we will show that the two types of

trust support and enhance each other, albeit in different ways.

We start by showing that R-trust, as implemented via LGI laws, is based on some
F-trust. Indeed the basis for trusting law.—that is, for trusting that interaction via
SL messages satisfies polici€d! andS R formalized by this law—is the correctness
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of the controllers that mediate this interaction. And the reason to trust the controllers
in this case is the F-trust we have in the CA (identified here by its publiqokely),
which certifies these controllers. And the reason that this CA certifies controllers is,
presumably, that it has an F-trust in their correctness.

Moreover, we note that the trust in la$ does not, by itself, have much practi-
cal meaning, without an assurance that the money one is offered as a fee for service
originates from a trustworthy bank, and that this money can be deposited in one’s bank
account. Under laws £ such assurances depends on the trustworthiness of thek@A
used here to authenticate banks. So, the R-trust established i$Jalgpends on the
F-trustin CApk2, and on the F-trust that this CA has in the banks it certifies.

On the other hand, the effectiveness of F-trust could be enhanced by an appropri-
ate R-trust. In our case, the F-trust one has in the banks certifies by thpkZAl-

lows members of thé& £L-community to trust funds obtained from any other members,
without having to worry about the origin of these funds. That is, the fee one getsin a
service-order under this law, taken from the cash balance of the client, may be the result
of direct or indirect contributions of several banks. But one does not need to know the
identity of these banks for trusting the validity of the currency. This is the consequence
of one’s R-trust in the validity of the cash handling policyZ generated by laws L.

This is similar to the trust we have in cash in the physical world, which is due to the
trust we have that dollar bills are not forged, regardless of the bank that issued them
(this is regularity R2, of the introduction.)

5 Conclusion

The type of trust identified in this paper esgularity-based trust, is a critical factor in

the comprehensibility and manageability of the physical world—in both the natural and
artificial aspects of it. But the role of such trust in cyberspace has been limited so far,
because of difficulties in establishing sufficiently wide range of useful regularities in
this context.

We have demonstrated in this paper that the use of middleware such as LGI can
help enhance the role of regularity-based trust in cybersapce, making it a significant
factor in activities such as e-commerce. We also discussed the relationship between this
kind of trust, and what we have called familiarity-based trust, which is currently more
commonly employed in cyberspace.
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