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Abstract— Teams of robots can utilize formations to accom-
plish a task, such as maximizing the observability of an environ-
ment while maintaining connectivity. In a cluttered space, how-
ever, it might be necessary to automatically change formation to
avoid obstacles. This work proposes a path planning approach
for non-holonomic robots, where a team dynamically switches
formations to reach a goal without collisions. The method
introduces a multi-level graph, which can be constructed offline.
Each level corresponds to a different formation and edges
between levels allow for formation transitions. All edges satisfy
curvature bounds and clearance requirements from obstacles.
During the online phase, the method returns a path for a virtual
leader, as well as the points along the path where the team
should switch formations. Individual agents can compute their
controls using kinematic formation controllers that operate
in curvilinear coordinates. The approach guarantees that it
is feasible for the agents to follow the trajectory returned.
Simulations show that the online cost of the approach is small.
The method returns solutions that maximize the maintenance
of a desired formation while allowing the team to rearrange its
configuration in the presence of obstacles.

I. INTRODUCTION

Many applications involve teams of kinematically con-
strained robots that are required to maintain a formation. A
formation may be desirable to maximize the observability
of an environment while allowing the robots to maintain
communication. Formations can also be useful in military
simulations and games, which require the modeling of strate-
gic maneuvers by multiple vehicles, aircraft and boats. It is
also possible to view formations as a way to address the
cost of centralized multi-robot planning as it is possible to
compute a formation path and then automatically translate
it into individual paths. In a cluttered environment, it may
be necessary for the team to automatically switch formations
to avoid obstacles. If the robots are holonomic, maintaining
and changing formations is straightforward.

The focus of this paper is on systems with first-order, non-
holonomic constraints with velocity and curvature bounds.
It utilizes geometric, planar formation controllers based on
curvilinear coordinates [1]–[4]. Existing solutions achieve
static and dynamic formations and can acquire a formation
from a random configuration. They does not address obstacle
avoidance, however. This paper presents a path planner for
this purpose, and introduces a data structure, a multi-level
formation roadmap (MLFR), illustrated in Figure 1.
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Fig. 1. A visualization of the multi-level formation roadmap. The problem
solved is two-dimensional. The levels of the graph correspond to different
formations. All edges satisfy curvature and clearance constraints for different
formations of five non-holonomic robots.

The method receives a collision-free roadmap for a single
holonomic robot in a static environment, a set of formations,
velocity and curvature limits. Then it builds the MLFR,
which has the following features. It is a multi-level graph, in
the sense that different graphs are constructed for different
formations and connected into a single data structure by
computing transitions between them. Every edge satisfies
clearance constraints from obstacles, similar to the work on
corridor planning [5]–[7], as well as curvature limits. The
MLFR returns a path for a virtual leader of the formation and
the points along the path that the team must switch formation
so as to reach the goal without collisions. The leader’s
path respects all the constraints arising from the underlying
formation controller, which imposes stricter curvature and
clearance limits than those of an individual agent.

The offline construction of the MLFR involves the follow-
ing steps: (a) a graph with multiple levels is defined, where
each level corresponds to a different formation and is a copy
of the input roadmap, (b) each level is adapted to satisfy the
curvature constraints of the specific formation, (c) clearance
is computed along each graph, which is then pruned to
guarantee that the corresponding formation can follow paths
without collisions, and (d) different graph levels are con-
nected by transition edges, along which it must be possible
to execute the formation-switching maneuver. During online
query resolution, the initial and goal formation configurations
are connected to the MLFR. Curvature bounded Bezier curves
are used to connect the query points to the graph with
collision-free paths. Then a query is solved on the MLFR
using appropriate weights on the edges.



Once the multi-level roadmap is constructed, which can
take place offline, the online computation is very efficient.
The method can address multiple objectives beyond returning
collision-free, curvature-bounded paths. For instance, it is
able to maintain a desired formation for as long as pos-
sible or, alternatively, minimize the length of the path by
switching formations. It is easy to select which objective
has the highest priority. While this paper focuses on planar
formations, the approach does extend to three dimensions. It
also allows the team to operate in a decentralized manner,
where each agent considers a neighbor as its leader, with
which it has to maintain a static relative configuration in
curvilinear coordinates. Simulated experiments indicate that
the approach can maximize the maintenance of a desired
formation while still providing flexibility in the presence of
obstacles, with a small online cost. They also show that the
method can successfully answer queries given that the input
single-agent graph covers the important homotopic classes
of the environment.

II. BACKGROUND

Methods for controlling formations can be classified into
behavior-based, leader-follower and rigid-body formation ap-
proaches. Behavior-based methods define primitive motions,
which may result in complex patterns through the interaction
of multiple robots [8], [9]. In leader-follower approaches, a
single agent, either real or virtual, is the leader which remain-
ing agents follow given predefined relative configurations [2],
[10], [11]. The framework of rigid-body formations imposes
a constant distance between the robots during all times
[12]. Beyond formations, work on multi-agent behaviors
includes crowd simulation [13], [14], pedestrian formations
[15], flocking behaviors [16] and group control [17].

Input-output feedback linearization has been used for
leader-follower approaches [18], where the objective is to
provide stability [11]. Controllers have been integrated with
graph theory to define decentralized feedback solutions that
allow formation transitions. [10]. Graph theory has also been
used to study the existence of non-trivial trajectories for
formations given kinematic constraints [19]. Permutation-
invariant formations of robots that translate in the plane give
rise to a formation space abstraction, an extension of the C-
space abstraction [20]. Recent work focuses on the effects
of dynamics and control coupled with network time-delays
and robot failures to the performance of the formation [21].

This work utilizes a geometric motion planning framework
for formations [2] that is exact. It supports dynamic forma-
tions, which allow transitions between shapes. The method
provides equations so that an agent can follow the trajectory
of a real or virtual leader. A robot does not maintain constant
distance from the leader, instead the shape of the formation
is adapted during turns to satisfy non-holonomic constraints.
Followers on the “outside” of the turn automatically speed
up, while robots on the “inside” slow down. The approach is
computationally efficient and scales well. It supports almost
any geometric formation and is homogeneous. Each agent
uses the same algorithm given input parameters.

While the idea of bringing together controllers with graph-
theory tools is not new [10], the proposed approach is
a fully integrated, geometric solution that addresses both
collision avoidance and formation following. To the best of
the authors’ knowledge, it is the first method that automati-
cally computes collision-free paths for kinematic formation
controllers that operate in the curvilinear space [1]–[4]. This
work also relates to multi-modal motion planning [22], [23],
a framework for a variety of challenges that involve auto-
matically selecting a discrete mode while planning motions.

III. FOUNDATIONS AND PROBLEM STATEMENT

Consider each robot as a simple car, i.e., a planar, first-
order, non-holonomic system, with state parameters [xi, yi,
θi] (Cartesian coordinates and orientation). The controls are
the velocity ui and steering angle φi, which relates to the
path curvature Ki (Ki = tan (φi)). For system i the state
update equations are:
ẋi = ui · cos θi, ẏi = ui · sin θi, θ̇i = ui · tanφi. (1)

The controls of the system are limited as follows:
|Ki| ≤ Kmax, 0 < umin ≤ ui ≤ umax (2)

The robots operate in a 2D planar space with static obstacles.

A. Dynamic Curvilinear Formations

A leader L selects its controls uL, KL independently.
The leader may be one of the robots or a virtual agent.
A formation is defined relative to the leader’s position in
a curvilinear coordinate system, so as to directly satisfy
non-holonomic constraints. The curvature of the coordinate
system is equal to the leader’s curvature KL as in Fig. 2.
Each agent maintains a constant p distance along the leader’s
curved trajectory and q distance along the perpendicular
direction so as to achieve a static curvilinear formation. For
a dynamic formation, which allows the transition between
two shapes, it is important to specify how the curvilinear
coordinates change during the switch, i.e., it is necessary
to specify ∂p

∂d and ∂q
∂d , where d denotes the distance the

reference agent has covered during the transition. In order
to compute the follower’s velocity for a dynamic formation,
it is sufficient to compute u(s) =

√
ẋ2 + ẏ2, which will

result into the following expression:
u(s) = QḋL = QuL (3)

where: Q =

√(
∂q
∂d

)2
+
(
1 +

(
∂p
∂d

))2 ·N2 and N = 1− qKL.

Fig. 2. An illustration of curvilinear coordinates (p,q) defined by the leader
moving with constant curvature KL, as in previous work [4].



For the follower’s curvature, it is necessary to compute the
second order derivatives of the Cartesian coordinates. Then,
given the typical expression for curvature K = ẋÿ−ẍẏ(√

ẋ2+ẏ2
)3 :

K =

(
1 + ∂p

∂d

)
Q

KL +
KL

(
∂q
∂d

)2
+ N

(
∂2q

∂d2

)
Q2

− N

Q3

∂2p

∂d2

∂q

∂d
(4)

For static formations, it is sufficient to set ∂p
∂d = ∂q

∂d = 0.
More details can be found in previous work [4]. The current
work aims to compute the leader’s path, as well as the type
of formation the team should follow. In order for the agents
to follow the leader’s path, a sequence of constraints have to
be satisfied:
• Because of the formation’s width, the virtual leader’s path

needs to have a certain clearance from obstacles. Narrow
passages may allow the leader to go through but not an
entire static formation.
• The leader has to maintain constant curvature during the

transition between static formations.
• A dynamic formation requires a minimum distance so that

the change between shapes takes place.
• The path’s curvature is further constrained beyond Eq.2,

so that the followers are able to follow the formation. Given
previous work [3], the leader’s curvature must also satisfy
the following for a static formation:

−Kmax

1− q−maxKmax

≤ KL(si) ≤
Kmax

1 + q+maxKmax

(5)

|KL(si)| <
1

maxi (|qi|)
(6)

|KL(si)| ≤
umax − 2umin

umax maxi (|qi|)
(7)

where q−max and q+max are the left-most and right-most largest
in magnitude q coordinate of the formation, umax and umin

are the original bounds for the agents’ velocity. The leader’s
velocity is also constrained by the following expression:

umin

1−maxi (qiKL(si))
≤ uL(dL) ≤ umax

1−mini (qiKL(si))
(8)

B. Problem Statement

Assume a set of n robots R that satisfy Eqs. 1 and 2.
A virtual leader L is positioned ahead of all the robots. A
collision-free roadmap G(V,E) for a holonomic system in
a planar environment P with obstacles is given, where V
corresponds to collision-free configurations and e ∈ E is a
straight-line path that connects two configurations. A set of
static curvilinear formations Fs that the team of robots can
make use of is also provided. Each formation f j specifies
the curvilinear coordinates (pji , q

j
i ) ∀Ri ∈ R, where pji is the

horizontal curvilinear coordinate for the i-th follower relative
to the virtual leader L in the j-th formation and qji is the
corresponding vertical coordinate. The next input is a set of
dynamic formations Fd, where ∀f i, f j ∈ Fs, ∃f ij ∈ Fd. A
dynamic formation f ij ∈ Fd specifies the derivatives ∂p

∂d

and ∂q
∂d that appear in Eqs. 3 and 4, so as to bring the

team of robots from the static formation f i to the static
formation f j . A dynamic formation needs to be executed

at least for distance dij . An initial configuration for the
team Ci = (xiL, y

i
L, θ

i
L, f

i) is also known, where xiL, y
i
L, θ

i
L

is the configuration for the virtual leader and f i an initial
static configuration. The goal formation configuration will
be denoted as Cg = (xgL, y

g
L, θ

g
L, f

g).
The objective is to compute a formation plan (uL(t), f(t)),

which specifies the sequence of controls uL(t) for the virtual
leader and the type of static and dynamic formations f(t) ∈
Fs ∪ Fd that the team will follow, so as to bring the robots
from Ci to Cg given that the robots will be executing Eqs.
3 and 4 for the specified formation at each point in time.
The leader’s path must satisfy equations Eqs. 5, 6, 7 and 8.
It is also desirable for the resulting paths of the agents to
optimize one of the following objectives:
• Maximize the time the team spends in a desired formation
f∗ during the execution of the path,
• Minimize the length of the path followed by the leader.

IV. MULTI-MODAL FORMATION ROADMAP

A Multi-Level Formation Roadmap, MLFR, similar to the
one in Fig. 1, is created to produce the formation uL(t), f(t).
The MLFR is constructed as follows: (i) Copy an input graph
into multiple levels (MLFR). Each level represents a different
type of a static formation. Initially, all the graphs are copies
of the input one. (ii) Adapt the roadmap so that it satisfies
curvature limits at each level. (iii) Compute the clearance
along each edge and remove parts of the graph that do not
satisfy the clearance requirements. (iv) The next step is to
connect the different levels by computing when it is possible
to transition from one shape to another. (v) Define weights
on the edges. Edges that correspond to less desired static
formations or to transitions can be penalized. (vi) During
the online phase:
• Connect Ci with the MLFR multi-level graph at the same

level as the initial formation.
• Similarly connect from a configuration along MLFR to the

goal configuration Cg .
• On the resulting graph, compute a path employing the edge

weights, e.g., by using Dijkstra’s algorithm.

Fig. 3. Graphs with different connectivity. The colors correspond to
different directions. (c) The two directions are connected.

A. Roadmap Initialization

Given an environment with static obstacles, a collision-free
roadmap G(V,E) for a holonomic system can be computed
using various alternatives, such as sampling-based planners
[24]. The input graph must satisfy the typical requirements
of a roadmap: (a) Accessibility: there exists a path from
Ci ∈ Cfree to some u′ ∈ MLFR. (b) Departability: there
exists a path from some u′goal ∈ MLFR to Cg ∈ Cfree. (c)
Connectivity: there exists a path in MLFR between u′start



and u′goal. The roadmap must be directed and for each
edge (u, v) ∈ E there must also be an edge (v, u) ∈ E.
It is desirable to have a sparse roadmap and maximize
distance from the obstacles (e.g., medial axis). The roadmap
should contain paths with obstacle clearance that satisfies the
requirements of the least conservative formation, such as a
chain formation, which is equivalent to planning for a single
robot. Furthermore, it must have at least two nodes with more
than three edges. Without these nodes, the graph will be a
line or a loop and robots would not be able to change their
direction along the graph (Fig. 3). Once the input graph is
available, |FS | copies are created for the different levels, each
one corresponding to a specific static formation fs ∈ Fs.

B. Satisfying Curvature Limits on the Roadmap

It is necessary to edit each level so that it satisfies
curvature constraints arising from Eqs. 5, 6, 7 and 8 for
the corresponding formation. For each pair of edges e1, e2
that meet on a vertex v that corresponds to formation fs, a
circle with radius r = 1/Kf and center c is computed that is
tangent to the edges e1, e2, as in Fig. 4 (top), where Kfs is
the curvature constraint of formation fs. The circle satisfies
the constraints of the system. Consider the points s1 and s2
on the graph that are the intersections of the circle with edges
e1 and e2. In order to satisfy the kinematic constraints, the
parts of the edges beyond s1 and s2 have to be replaced by
the arc ŝ1s2. The points s1 and s2 are now nodes of the
graph while the old node v, as well as the parts of edges e1
and e2 that connected this node with points s1 and s2, are
discarded.

Often, more than two edges reach the same node n. For
instance, three edges (e1,e2,e3) are connected to node n in
Fig. 4 (bottom). The graph has to respect the constraints
between edges e1 and e2. It may seem that the part between
the new node b1 and n will be discarded, but when edges
e1 and e2 are going to be connected in order to respect the
system’s constraints, the part of e1 up to the new node a1
has to be included so as to connect with e2. In this case,
only the part between the node a1 and the node n has to
be discarded. Furthermore, node a1 must be connected with
node b1. Similarly for edges e2 and e3.

C. Clearance Computation and Corridor Definition

The graph still may not satisfy collision avoidance require-
ments. The initial graph is computed only for one agent.
Each formation requires a different clearance around the
leader’s configuration. Thus, additional parts of the graph
must be pruned. The clearance along edges computed given
the corresponding formation for each level. The clearance
on the right side of the leader can be different than the
clearance on the left side depending the formation. The parts
of the graph that don’t satisfy the minimum clearance are
pruned. The input graph is directed, which means that for
an asymmetric formation only one direction may be pruned,
while the other direction may remain. A graph level may
be disconnected after this process but these parts can be
reconnected during consecutive steps of the algorithm.

Fig. 4. The process for satisfying curvature limits. The arcs respect
curvature limits. (top) Arc ŝ1, s2 replaces the part that has high curvature.
(bottom) The case of multiple edges reaching the same node.

D. Connection of Different Levels

Up to this point, multiple levels for different formations
have been computed. Each level is different due to different
clearance and curvature limits and may also be disconnected.
The capability of the team to switch between static forma-
tions is utilized so as to reconnect different graph levels.
Dynamic formations are constrained as follows: (a) the leader
must maintain constant curvature, (b) the dynamic formation
f ij has to be executed for at least dij distance and (c) it
is necessary to start and complete the transition on non-
pruned parts of the corresponding levels. Two different types
of transitions are available. The different levels can either
be connected along straight edges, or through circular arcs.
Transitions edges must have at least length dij . In order to
connect straight line edges, the algorithm samples a start
point on the first level and connects it with a point on a
different level after distance dij . It may be that the edge of
the first graph is less than distance dij due to the pruning
operations. If the ending point does not lie on a pruned
part of second level, then the transition is still possible, the
edge is added in the MLFR and connects the two levels.
Using the same process described in Section IV.B. it is
possible to find circular arcs that are adjacent to two edges
corresponding to different graph levels of length at least
dij . The circular arcs must satisfy the curvature constraint
of the most constraining of the two formations involved in
the transition. If the transition edge also satisfies clearance
requirements, it is added to the graph.

Fig. 5. (left) The blue area represents clearance. Disconnected components
arise due to clearance constraints. (right) The black lines represent the
different levels, while the purple ones are the transitions.



E. Online Query Resolution

Using quadratic Bezier curves of the form:

Γ(t) = (1− t)2p0 + 2t(1− t)p1 + t2p+ 2 (9)

a sequence of two curvature-bounded curves can be com-
puted, which can connect any two configurations [25]. These
curves are used to connect the initial configuration with
points on the level that corresponds to the initial formation.
An attempt is first made to connect to the closest point along
that level. If the curve is in collision or does not satisfy
clearance constraints, then a different point on the same level
is tested. Similarly, the closest point on the graph is first tried
for a connection to the goal position.

Using the two nodes that the initial and the goal position
are connected to, a query to the graph is submitted to connect
them with the shortest path. The definition of a shortest path
depends on the problem’s parameters. Based on the weights
assigned to the edges, it is possible for the robots to maintain
a desired formation for as much time as they can, which
means if the formation is constrained and cannot go through
narrow passages, then the shortest path for the formation is
to go around the narrow passage. On the other hand, it could
be feasible for the team to change formation (e.g., get into
a chain formation) and pass trough a narrow passage.

Fig. 6. (top) The environments. (bottom) The three different formations:
a) “chain”, b) “vee”, c) “vee tail”.

V. RESULTS

Two environments were created in a simulation engine to
test the approach shown in Fig. 6 (top). In both environ-
ments five simulated robots were allowed to consider three
different static formations, shown in Fig.6 (bottom): (a) a
line formation where the team operates as a single robot
with regards to clearance and curvature constraints, (b) a
“vee” formation, and (c) a “vee tail” formation. The three
different formations have different curvature and clearance
requirements. The “vee” formation was set as the desired
one. The first environment allows for different paths that the
team can follow depending on the selected formation. Only
the first formation can go through the middle path. Only the
first two formations can go through the neighboring paths
while all the formations can be used outside of the obstacles.

The second environment is a random environment, which
results in different clearance along the graph. The velocity
of the robots is set to 150 miles/hour, the maximum curvature
is 0.05, and the control update frequency is 100Hz. The
experiments were executed on an Intel Core 2 Duo 2.66GHz
processor with 4GB of memory.

Ten different start/goal scenarios were tested on each
environment. The leader had to choose the best path based on
the weights set on the edges. When the objective is to return
the shortest path, then all the edges have as weight their
distance cost. When the objective is to maintain a desired
formation, transitions between formations are penalized. The
following terminology is used: (a) “with penalties”: tran-
sitions to undesired formations are penalized. (b) “without
penalties”: the cost of each edges is equal to its distance.
The experiments evaluate the percentage of desired formation
maintenance and the length of the path.

Fig. 7. Green path: the robots have to use the specific formation as much
as they can. Red path: the robots can switch formations without penalties.

A. Maintaining Desired Formation vs. Path Length

In the case that less desired formations are penalized, the
robots remained as much as possible in the desired formation.
If the goal was not reachable with the desired formation, the
team had to change into a less desired formation even if it
was penalized. On the other hand, when the graph did not
have penalties (rows “without penalties”) the query returned
a shorter path with many changes in formations. Table II
shows the comparison in path length.

Environment 1 Environment 2
With penalties 86.56 81.13

Without penalties 55.5 66.59

TABLE I
PERCENTAGE OF PATH IN THE DESIRED FORMATION

Environment 1 Environment 2
With penalties 1.67 1.19

Without penalties 1.08 1.16

TABLE II
LENGTH OF SOLUTION OVER LENGTH OF PATH FOR A SINGLE AGENT

B. Successful Queries Solved

Ten random start and goal locations were chosen to eval-
uate success rate in finding paths. For the first environment
all the queries were solved. Two queries failed in the second
case because the graph was not completely connected due to
clearance and curvature constraints. A larger initial roadmap
and additional connections could alleviate this problem.



C. Computational Cost

Table III presents the offline time necessary for building
a full MLFR for the two previous environments:

Environment 1 Environment 2
(1446 vertices and (1146 vertices and

1108 edges) 1824 edges)
Graph time 27.4 39.81

construction (sec)

TABLE III
THE COMPUTATIONAL COST FOR THE GRAPH TO BE CREATED.

As soon as the graph is created, the start and the goal
position have to be connected to the graph. The nodes that
are connecting the start and the goal position are the query
points for the graph search algorithm so as to return the
shortest path. This process is taking considerably less time
as shown in the following table.

Environment 1 Environment 2
Online query cost (sec) 0.733 1.878

TABLE IV
THE TIME FOR CONNECTING THE START AND GOAL POSITION ON THE

GRAPH AND COMPUTE THE BEST PATH IN THE GRAPH.

Most of this time is spent in connecting the initial and the
goal position to the graph. The graph search takes 0.00325
seconds on average.

VI. DISCUSSION

This paper has outlined a framework for planning and
simulating collision-free dynamic formations along planar
curvilinear coordinates for systems with non-holonomic con-
straints in an environment with obstacles. A multi-level
formation roadmap is proposes (MLFR) so that the team of
robots can reach a desired goal without any collisions. An
input graph for a holonomic system is provided and under-
goes transformations so as to not only satisfy the robot’s
constraints but also to respect the additional requirements
arising for formations in terms of clearance requirements
and curvature limits. In previous work [3], the authors have
shown that it is possible to constrain the leader’s valid
velocities and trajectories on the fly in a way that allows
the followers to always respect their constraints during a
dynamic formation. The proposed data structure has multiple
levels, where each level corresponds to a different formation.
The levels of the graph are connected through dynamic
formations.

It is interesting to investigate how to provide probabilistic
completeness guarantees with the proposed framework in
an effective manner so as to increase the chances that
all queries can be answered. Furthermore, a similar data
structure could be used for other applications that require
multi-modal planning. For instance, planning for a humanoid
or human-like animated character operating in a cluttered
environment can be seen as a multi-modal planning problem,
where the different modes of the MLFR correspond to different
behaviors of the system (e.g., walking/standing, crawling,
jumping, etc.).
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