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Abstract W e consider in teractiv e pro of systems in whic h the set of p ossible v eri�ers is restricted to the

class of probabilistic log-space automata. Condon ([C]) �rst in tro duced this mo del, and sho w ed that, if

the proto cols are allo w ed to run for arbitrarily man y rounds, exp onen tial-time languages ma y b e pro v en

to a log-space v eri�er. T o b etter appro ximate the usual notion of in teractiv e pro of systems, a n um b er

of researc hers ([C],[FS],[R]) ha v e considered a more realistic, further restricted mo del. In this mo del,

proto cols are p olynomially b ounded, b oth in the n um b er of rounds of com unication, and in the n um b er

of computational steps allo w ed the v eri�er. While the language recognition capabilit y of this restricted

mo del has b een extensiv ely studied, the prop erties of zero-kno wledge pro of systems in this mo del ha v e

b een largely unexplored. W e de�ne a notion of language-recognition zero-kno wledge for this mo del, based

on the one used b y Dw ork-Sto c kmey er in their analysis of �nite-state v eri�ers. W e sho w that an ything

pro v able in this mo del can b e pro v ed in language-recognition zero-kno wledge.

1 In tro duction

The motiv ation for this w ork comes from a basic questionin the theory of in teractiv e pro of systems

and zero-kno wledge proto cols. Ho w can one c haracterize those languages whic h are pro v able in

zero-kno wledge? W e �rst brie
y discuss this problem, di�eren t w a ys of attac king it, and ho w

these aproac hes motiv ate our w ork.

1.1 The P o w er of Zero-kno wledge Pro of Systems.

One of the great driving forces in mo dern cryptograph y is the in terpla y b et w een the goals of

in teractiv e pro of systems and the goals of secure proto cols. In an in teractiv e pro of system, one

attempts to transfer to another part y ones con�dence ab out the truth of some assertion. In

secure proto cols, one attempts to hide ones information from the other part y . A t �rst glance,

these goals seem inheren tly con tradictory , and m uc h w ork has gone in to studying situations in

whic h b oth ma y b e satis�ed. Zero-kno wledge pro of systems([GMR]) are those in whic h the

v eri�er is con vinced of an assertion, but learns nothing more than the truth of that assertion.

A fundamen tal op en question in mo dern cryptograph y is c haracterizing those assertions whic h

can b e pro v en in zero-kno wledge. Zero-kno wledge pro of systems exist for a n um b er of w ell

kno wn problems, suc h as quadratic residuosit y and graph nonisomorphism. Unfortunately , these
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solutions are somewhat ad ho c , and their tec hniques do not generalize to arbitrary assertions.

Indeed, if one adopts an information theoretic notion of zero-kno wledge, then results of [F]

and [BHZ] imply that N P -complete languages do not ha v e zero-kno wledge pro ofs (unless the

p olynomial-time hierarc h y collapses at the second lev el).

F ortno w([F]) sho ws that if L has a zero-kno wledge pro of system(in the information theoretic

sense), then its complemen t has a t w o round in teractiv e pro of. Aiello-Hastad ([AH]) sho ws that

if L has a zero-kno wledge pro of system (again in the information theoretic sense), then it will

also ha v e a t w o round in teractiv e pro of. These theorems, the strongest th us far in this area, still

fall far short of a complete classi�cation.

Ho w ev er, If one adopts a computational notion of zero-kno wledge, then the set of assertions

pro v able in zero-kno wledge se ems to increase dramatically . A classic theorem of [GMW] states

that if one-w a y p erm utations exist, then all N P statemen ts can b e pro v ed in computational zero-

kno wledge. More recen tly , the one-w a y p erm utation assumption has b een sho wn to imply that

all languages in IP ha v e computational zero-kno wledge in teractiv e pro ofs[BGGHKMR]. Unfor-

tunately , almost nothing has b een established wih tout recourse to unpro v en asumptions, ab out

this class of languages.

1.2 P erturbing the question.

F aced with the inheren t di�cult y in rigorously analyzing the prop erties of the GMR mo del for

in teractiv e pro of systems and zero-kno wledge pro of systems, researc hers ha v e attempted to de�ne

alternate mo dels for these proto cols. In some of these p erturb ed mo dels, rigorous analyses ma y

in fact b e made. F or this discussion, w e only consider mo dels where the pro v er is not trusted (an

in teresting mo del where the pro v er is somewhat trusted can b e found in [FS]).

Ben-Or, Goldw asser, Kilian, and Wigderson([BGKW]) consider an extension of ordinary pro of

systems in whic h there are m ultiple pro v ers whic h cannot comm unicate with eac h other. They

giv e a somewhat in v olv ed argumen t whic h sho ws that an ything pro v able in this mo del can b e

pro v en in zero-kno wledge.

Condon([C]) considers in teractiv e pro of systems where the v eri�ers are limited to probabilistic

log-space, but where the proto col ma y pro ceed for an un b ounded n um b er of rounds. This allo ws

for a highly coun terin tuitiv e c haracterization of the languages pro v able in this scenario. Despite

the stringen t memory limitations on the v eri�er, this class is equal to E X P T I M E . Condon also

puts forth a m uc h w eak er mo del, in whic h the v eri�er is also limited to p olynomial time, and in

whic h the n um b er of rounds is p olynomially b ounded. Condon sho ws that an y language in N P

has an in teractiv e pro of in this mo del.

F ortno w and Sipser([FS]) and Romp el([R]) also consider the w eak er v arian t of Condon's

mo del. Romp el extends Condon's argumen t to sho w that an y language in I P (in the GMR

mo del) has an in teractiv e pro of in this mo del. F ortno w-Sipser sho ws that if the pro v er is allo w ed

to see the v eri�er's coin 
ips, then the class of pro v able languages is con tained in P . This fact

deviates from the GMR mo del, since a theorem of Goldw asser-Sipser([GS]) implies that, in the

GMR mo del, allo wing the pro v er to see the v eri�er's coin tosses do es not decrease the set of

pro v able languages.

Finally , Dw ork and Sto c kmey er([DS]) consider in teractiv e pro of systems in whic h the v eri�ers

are probabilistic t w o-w a y �nite automata. F or this mo del, they de�ne a reasonable notion of

zero-kno wledge, whic h mo dels the GMR notion of computational zero-kno wledge, and are able
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to rigorously establish three main separation results. The class of languages accepted b y t w o-

w a y probabilistic �nite automata is prop erly con tained in the class of languages whic h ha v e

zero-kno wledge pro ofs, whic h in turn is prop erly con tained in the class of languages whic h ha v e

in teractiv e pro ofs. Also, the class of languages accepted b y nondeterministic t w o-w a y �nite

automata is prop erly con tained in the class of languages whic h ha v e in teractiv e pro ofs. In terms

of zero-kno wledge, this mo del app ears to di�er structurally from the GMR mo del, where it is

b eliev ed that an ything pro v able is pro v able in zero-kno wledge.

1.3 The rationale for this w ork.

These approac hes to the study of pro of systems are reminiscen t of the study of relativized w orlds

in ordinary complexit y theory . The w ork of [DS] is also somewhat reminiscen t of the study of

limited mo dels of computation (probabilistic t w o-w a y �nite automata are on the same order of

complexit y as AC

0

circuits). As with the more classical examples of p erturbing the problem

un til one has a pap er, there is a reasonable c hance that these in v estigations will dev elop a life

of their o wn. While the GMR mo del seems to b e the simplest and most natural mo del kno wn

whic h captures the essence of computationally e�cien t pro ofs, the study of pro of systems need

not con�ne itself to this standard of practicalit y . Logicians still p ersist in considering pro ofs of

arbitrary size. Mac hine-learning researc hers consider all sorts of mo dels where computationally

w eak systems try to mak e inferences in the presence of p o w erful and p oten tially deceptiv e forces.

Besides, can ten researc hers, some with ten ure ev en, b e wrong?

1.4 The Results of this P ap er.

In this pap er w e apply the Dw ork-Sto c kmey er notion of zero-kno wledge, whic h w e refer to as

language-r e c o gnition zer o-know le dge , to the case of p olynomially b ounded pro ofs with probabilis-

tic log-space v eri�ers. Hereafter, w e refer to this mo del as the b ounded log-space mo del. W e

demonstrate that ev en in this v ery p o w erful mo del for in teractiv e pro of systems, whic h is in some

w a ys as strong as the GMR mo del, a rigorous analysis of zero-kno wledge is p ossible. W e pro v e

the follo wing closure result.

Theorem 1: In the b ounded log-space mo del of in teractiv e pro of systems, an ything pro v able is

pro v able in language-recognition zero-kno wledge.

In section 2, w e giv e more rigorous de�nitions of our in teractiv e pro of mo del, and of language-

recognition zero-kno wledge. In tuitiv ely , it sa ys that a log-space p olynomial-time mac hine cannot

exploit our pro ofs to recognize an y language outside of probabilistic log-space, p olynomial-time.

In fact, m uc h more p o w erful automata will also w alk a w a y from our pro ofs nearly empt y-handed.

Theorem 2: Supp ose w e consider a class M

k

of mac hines whic h use p olynomial time and n

k

space, where k is �xed. Then w e can construct \zero-kno wledge" pro of systems for IP suc h that

no mac hine in M

k

can use them to recognize languages not in P .

This result is admittedly v ague, and will b e made more formal in the �nal v ersion of this

pap er.

It is enligh tening to compare this theorem with the similar one pro v en b y [BGKW] for the

m ulti-pro v er mo del of in teractiv e pro of systems. While the thrust of these theorems is the same,
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they are true for di�eren t reasons. In the m ulti-pro v er mo del, the abilit y to pla y one pro v er o�

the other turned out to b e v ery p o w erful. F or an y t w o-pro v er proto col, [BGKW] w ere able to

write do wn a randomized v ersion of the proto col, where ev erything the v eri�er sa w w as scram bled

out of recognition. Ho w ev er, they w ere able to sho w that the pro v ers could still b e pla y ed o�

against eac h other, and th us b e prev en ted from c heating. The analysis did not dep end at all on

the v eri�er's p o w er. In fact, the proto cols remained zero-kno wledge against arbitrarily p o w erful

v eri�ers.

In the pro of of our theorem, on the other hand, w e concen trate more more on the abilities and

w eaknesses of the probabilistic log-space v eri�ers. Instead of using the strength of the mo del, w e

exploit its w eaknesses. This t yp e of analysis migh t seem harder on the face of it, giv en the w eak

nature of curren t lo w er b ound tec hniques, but surprisingly the pro of is m uc h more elemen tary

than that of [BGKW].

1.5 T ec hniques Used.

T o mak e our pro of go through, w e use three basic tric ks. First, w e use a recen t adv ance in the

classical theory of zero-kno wledge pro of systems. Second, w e sho w ho w to use a result from

comm unication complexit y to implemen t a form of commitmen t proto col. Lastly , w e dev elop

a simple tec hnique to allo w p olynomially b ounded log-space v eri�ers to appro ximate certain

conditional distributions. W e describ e these tric ks in more detail b elo w.

Reducing Zero-Kno wledge to Simple Bit Commitmen t.

Ben-Or, Goldreic h, Goldw asser, H � astad, Kilian, Micali, and Roga w a y([BGGHKMR]) sho w

that the existence of one-w a y p erm utations impliesthat IP is in computational zero-kno wledge.

Their main pro of of this theorem giv es no insigh t as to ho w to eliminate the cryptographic as-

sumption. Ho w ev er, as an alternativ e, they also sho w that this theorem follo ws from the existence

of an abstract commital mec hanism, collo quially kno wn as an en v elop e. Our proto col transfor-

mation is mo delled after their proto col transformation, with a pro v ably correct commitmen t

proto col.

Implemen ting Commitmen t Proto cols Using a Comm unication Complexit y Argu-

men t.

W e implemen t a simple single-bit commitmen t proto col based on a theorem of Chor-Goldreic h

on the comm unication complexit y of b o olean dot-pro duct. Eac h bit to b e committed is repre-

sen ted b y a pair of large b o olean v ectors, whic h are sen t in consectuiv e order to the v eri�er. W e

then use the result in [CG] to analyze ho w m uc h an y probabilistic log-space mac hine can \learn"

from seeing suc h a commitmen t.

Realizing Conditional Distributions b y Probabilistic Log-Space Automata.

In the notion of zero-kno wledge w e use, it is not necessary to b e able to create a sim ulator

whic h can sim ulate an en tire con v ersation. Instead, it su�ces to sim ulate the �nal con�guration

of a c heating v eri�er. Ho w ev er, ev en this simpler goal runs across some tec hnical di�culties.

One suc h di�cult y is that the \sim ulator" log-space mac hines w e construct cannot remem b er the

en tire con v ersation they ha v e sim ulated so far. This requires them to realize distributions of the

form \Giv en that the v eri�er is in this particular con�guration at this p oin t in the con v ersation,

what is the distribution of its con�guration at a sligh tly later p oin t in the con v ersation." Ho w ev er,

the in terv ening con v ersation ma y dep end in a strong w a y on what has o ccurred in the past of

the con v ersation, a past whic h is all but forgotten.
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W e get around this problem b y ha ving the sim ulator mak e precognicien t predictions ab out the

con v ersation it is sim ulating. Using this precognition, the sim ulator can p erform its calculations

out of their natural temp oral order. This allo ws for a correct sim ulation of the �nal con�guration.

Since w e can't implemen t true precognition, w e ha v e the sim ulator guess its predictions, and ab ort

if its predictions turn out incorrectly .

1.6 Outline of the P ap er.

In Section 2, w e more rigorously de�ne b ounded log-space in teractiv e pro ofs, and language-

recognition zero-kno wledge. In Section 3, w e dev elop bit-commital proto cols in our mo del. In

Section 4, w e describ e a simple v ersion of our proto cols. In Section 5, w e giv e some hin ts at ho w

w e analyze our proto cols.

2 De�nitions and F ormal F ramew ork.

In this section w e giv e formal de�nitions for the b ounded log-space mo del of in teractiv e pro of

systems, and the notion of language-recognition zero-kno wledge.

2.1 Bounded Log-Space In teractiv e Pro of Systems.

W e essen tially follo w the GMR formalism for in teractiv e pro of systems, with the appropriate

restrictions on the v eri�ers. W e refer to their original pap er for the de�nition of in teractiv e

T uring mac hines. W e do not pro vide an y bu�er for the con v ersation. The v eri�er receiv es all its

messages one bit at a time.

De�nition 2.1 A b ounde d lo g-sp ac e inter active pr o of system, for language L , is an or der e d p air

( A; B ) of inter active T uring machines, wher e A and B ar e inter active T uring machines. ar e

inte gers. Machine A (the pr over) is unb ounde d. Ther e exist c onstants, c and k , such that on any

input x , of size n , machine B (the veri�er) only uses c log n bits of memory, runs for a total of

n

k

steps for the dur ation of the pr oto c ol b etwe en A and B . In addition, the fol lowing c onditions

hold.

1. On input x 2 L , ( A; B ) ac c epts with pr ob ability �

2

3

.

2. On input x 62 L , and for any A

0

, ( A

0

; B ) ac c epts with pr ob ability �

1

3

.

In other w ords, w e are simply setting p olynomial time and space b ounds on the v eri�er. Note

that the restriction on ho w m uc h time the v eri�er ma y use automatically b ounds the n um b er of

rounds in the in teractiv e pro of system.

2.2 Language-Recognition Zero-Kno wledge.

W e use essen tially the same notion of language-recognition zero-kno wledge as used b y Dw ork and

Sto c kmey er. Informally , a pro of system for language L is language-recognition zero-kno wledge if

a malicious v eri�er, B

0

, participating in a pro of that x 2 L can not recognize an y language that

couldn't b e recognized b y another mac hine whic h just sees x . T o formalize this notion, w e �rst

formalize the notion of illicitly using a pro of system for a language L to recognize a language L

0

.

5



De�nition 2.2 Given a language L , a helping distribution on L is a mapping fr om strings of

length n to distributions on the set f x j x 2 L; j x j = n g .

Giv en some string, y , w e informally allo w an un b ounded adv ersary to pic k some string x 2 L ,

p ossibly at random. This is done in the hop es that seeing a pro of that x 2 L will help a c heating

v eri�er determine whether y 2 L

0

. The restriction that j x j = j y j is arbitrary . Using simple

padding argumen ts, one can sho w that all our theorems go through when the helping string, x ,

is of size p olynomial in the input.

W e no w formalize what it means to b e able to use a helping distribution to recognize a

language.

De�nition 2.3 Given languages L; L

0

, and a helping distribution � on L , an augmente d r e c-

o gnizer for L

0

is a p air ( B

00

; �) . On input y , A utomaton B

00

r e c eives an extr a string x , chosen

ac c or ding to �( y ) . We r e quir e that

1. Ther e exist b ounds, c

00

; k

00

, such that on any input y of length n , B

0

uses at most c

00

log n

sp ac e and n

k

00

total time.

2. Ther e exists some c onstant a

0

such that for y 2 L

0

; j y j = n ,

pr ob ( B

00

ac c epts y ( wher e x is chosen ac c or ding to �( y ))) >

1

2

+

1

n

a

0

and for y 62 L ,

pr ob ( B

00

ac c epts y ( wher e x is chosen ac c or ding to �( y ))) <

1

2

�

1

n

a

0

No w w e formalize what it mean to use a helping distribution, and a b ounded log-space

in teractiv e pro of system to recognize a language.

De�nition 2.4 Given a b ounde d lo g-sp ac e inter active pr o of system ( A; B ) for language L , and

language, L

0

, a che ating r e c o gnizer for L

0

is a triple ( A; B

0

; �) wher e B

0

is an inter active automa-

ton, and � is a helping distribution on L . A utomaton B

0

has a private tap e, on which it gets its

input y . On input y , an element x is chosen ac c or ding to �( y ) , and x is written on A and B

0

's

c ommon tap e. We r e quir e that

1. Ther e exist b ounds, c

0

; k

0

, such that on any input y of length n , B

0

uses at most c

0

log n

sp ac e and n

k

0

total time.

2. Ther e exists some c onstant a such that for y 2 L

0

; j y j = n ,

pr ob (( A; B

0

( y )) ac c epts x ( chosen ac c or ding to �( y ))) >

1

2

+

1

n

a

and for y 62 L ,

pr ob (( A; B

0

( y )) ac c epts x ( chosen ac c or ding to �( y ))) <

1

2

�

1

n

a
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Note that when w e talk ab out \accepting" x , this is somewhat misleading. F ormally , ( A; B

0

( y ))

(where B

0

( y ) denotes B

0

with priv ate input y ) accepts or rejects it input x , whereas B

0

really is

concerned ab out y .

W e can no w concisely sa y what it means for a language to ha v e a b ounded log-space in teractiv e

pro of system whic h is language-recognition zero-kno wledge.

De�nition 2.5 Given a language L , ( A; B ) a b ounde d lo g-sp ac e inter active pr o of system for L ,

we say that ( A; B ) is language-r e c o gnition zer o-know le dge if the fol lowing holds for any language

L

0

, and for any helping distribution, � , on L : If ther e exists an automata B

0

such that ( A; B

0

; �) is

a che ating r e c o gnizer for L

0

, then ther e exists an automata B

00

such that ( B

00

; �) is an augmente d

r e c o gnizer for L

0

.

3 A Simple Bit-Commital Proto col F or Log-Space V eri�ers.

3.1 In tro duction to Commital Proto cols.

Commital proto cols ha v e pro v en v ery v aluable in theoretical cryptograph y . In particular, they are

used in the pro of that NP is in computational zero-kno wledge (GMR mo del), pro vided that one-

w a y p erm utations exist. The pro of giv en b y [GMW] �rst sho ws that NP is in zero-kno wledge if

one is giv en an ideal bit-commital primitiv e, and then sho ws ho w to implemen t bit commital using

one-w a y p erm utations. More recen tly , IP has also b een sho wn to ha v e zero-kno wledge pro ofs,

giv en an ideal bit-commital primitiv e. F or this pap er, w e use these reductions to bit-commital,

and then implemen t bit-commital in our mo del, without recourse to in tractibilit y assumptions.

A bit-commital proto col w orks in t w o stages. In the �rst, c ommital stage, the sender, who

kno ws some bit b , in teracts with the receiv er. A t the end of this in teraction, the receiv er do es not

kno w what the v alue of b is, ev en if it disob eys the proto col. In the second, de c ommital stage, the

sender and the receiv er in teract again, and the v eri�er reconstructs some bit, b

0

. If the sender

and receiv er act according to the proto col, then b 6= b

0

with only negligible probabilit y . If the

sender c heats, and b 6= b

0

with nonneglible probabilit y , then the receiv er will ab ort the proto col

with nonneglible probabilit y . In other w ords, the sender cannot break its commitmen t without

b eing o ccasionally detected.

3.2 Description and Prop erties of the Commital Proto col

W e no w describ e suc h a proto col, based on the comm unication complexit y of computing b o olean

dot-pro ducts, for committing a bit to a log-spaced receiv er. W e denote our securit y parameter

b y k .

Proto col Log-Space-Commit(b,k)

Step 1: The sender uniformly c ho oses t w o v ectors, x = x

1

; : : : ; x

k

; y = y

1

; : : : ; y

k

, suc h that

x � y = b . The receiv er pic ks i uniformly from [1 ; k ].

Step 2: The sender sends the receiv er x

1

; x

2

; : : : ; x

k

; y

1

; y

2

; : : : ; y

k

, in this precise order. The

receiv er, who sees this message one bit at a time, remem b ers i; x

i

; y

i

.

Proto col Log-Space-Decommit(x ; y )

Step 1: The sender sends the v eri�er x

1

; y

1

; x

2

; y

2

; : : : ; x

k

; y

k

, in this precise order. The v eri�er
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c hec ks that x

i

; y

i

ha v e the same v alues they had in the commit proto col. If not, the v eri�er ab orts

the proto col. Otherwise, it computes b

0

= x � y . This computation can b e p erformed in constan t

space, giv en the ordering of the bits it receiv es.

Clearly , the sender cannot attempt to c heat without b eing disco v ered with probabilit y at least

1 =k . T o sho w that no log-space receiv er can learn an ything ab out b b efore the decommital phase,

w e cite a theorem of Chor and Goldreic h.

Theorem: ([CG]) Let pla y ers A and B eac h receiv e random n bit b o olean v ectors, x and y

resp ectiv ely . If they exc hange o ( n ) bits, they cannot predict x � y with probabilit y greater than

1

2

+ 1 =n

c

, for an y c .

W e use this result to sho w the follo wing lemma.

Lemma 1 Let R b e a receiv er, with start confdiguration S , who has o ( k ) memory , but ma y ha v e

access to extra information and/or a fair coin. Let C ( S; b ) b e the distribution on con�gurations

obtained b y running log-space-commit( b ), when R is in in titial con�guration S . Then for k gro w-

ing su�cien tly large, the distributions of C ( S; 0) and C ( S; 1) are statistically indistinguishable.

Pro of: If suc h a receiv er R , with start state S , existed, w e could use it to devise a comm uni-

cation e�cien t proto col for A and B to compute dot-pro ducts. Pla y er A sim ulates R , with start

state S , on seeing x . She then transmits the resulting con�guration of R to pla y er B . This tak es

o ( k ) bits of comm unication. Pla y er B then runs R , on seeing y . Th us, pla y er B can acquire one

sample of the distribution C ( S; x � y ). If the t w o distributions w ere statistically distinguishable,

then B could guess, with probabilit y >

1

2

+ 1 =k

c

, for some constan t c , whether the sample he

receiv ed w as from C ( S; 0) or C ( S; 1). But this violates the theorem of Chor-Goldreic h. 2 2

3.3 Limitations of the Commital Proto col

There are some di�culties w e m ust face in using this proto col as a subroutine. First, the sender

has a reasonably go o d c hance of c heating the v eri�er. T ypically , commital proto cols can b e made

to satisfy m uc h stronger securit y conditions b y ha ving the sender commit its bit sev eral w a ys

at once. Ho w ev er, giv en the memory limitations of the v eri�er, this cannot b e done. In order

to b e able to c hec k a decommital, the v eri�er m ust remem b er 
(log k ) bits. Th us, the proto col

can only b e run a constan t n um b er of times in parallel, whic h do esn't signi�can tly amplify its

securit y .

More seriously , a log-space v eri�er is only able to k eep trac k of a constan t n um b er of commi-

tals. In the proto cols w e will b e considering, the pro v er p erforms p olynomially man y commitals.

Th us, nearly all of these commitals will b e break able with impunit y . Ho w ev er, this turns out

to not b e a problem. The v eri�er can preserv e the commital information for only one of the

man y bit commitmen ts it receiv es, pro vided that this commitmen t is c hosen at random. If the

pro v er ev er tries to break a comitmen t, there will b e a nonneglible c hance that this will b e the

one commitmen t the v eri�er can c hec k. This c hec king abilit y su�ces for our purp oses. Ho w ev er,

b ecause of these tec hnical di�culties, w e will \op en co de" these routines in to our larger proto col,

explicitly stating what the v eri�er will remem b er from eac h stage.
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4 Description of the Zero-Kno wledge Proto cols

W e no w outline ho w our zero-kno wledge proto cols w ork. Essen tially , w e just restate the standard

proto cols, using our commitmen t proto col whenev er it is needed. F or concreteness, w e use the

standard pro of system for 3-colorabilit y , and instan tiate our commital and decommital proto cols.

Proto col Pro v e-3-Color(G)

Step 1: W e pic k the securit y parameter, k , equal to j G j . The pro v er tak es some legal coloring

of G , and randomly p erm utes the colors to get a new, sligh tly randomized coloring, � . F or eac h

v ertex, v

i

2 G , the pro v er creates t w o pairs of random k -bit v ectors, ( x

0

i

; y

0

i

) ; ( x

1

i

; y

1

i

), suc h that

x

0

i

� y

0

i

and x

1

i

� y

1

i

are equal to the least and most sigi�can t bits of � ( v

i

), resp ectiv ely . W e write

x

j

i

= x

j

i; 1

; : : : ; x

j

i;k

and lik ewise for the y

j

i

's.

The v eri�er pic ks some random edge, ( v

l

; v

m

) 2 G , and a random in teger i 2 [1 ; k ].

Step 2: The pro v er sends the v eri�er x

0

1

; x

0

1

; x

1

1

; x

1

1

: : : ; x

0

j G j

; y

0

j G j

; x

1

j G j

; y

1

j G j

.

The v eri�er remem b ers i and ( x

c

a;i

; y

c

a;i

), for all a 2 f l ; m g , and c 2 f 0 ; 1 g .

Step 3: The v eri�er sends ( l ; m ) to the pro v er. The pro v er sends the pairs, ( x

c

a;b

; y

c

a;b

), for

a 2 f l ; m g ; c 2 f 0 ; 1 g , and b 2 [1 ; k ]. The v eri�er computes x

c

a

� y

c

a

for a 2 f l ; m g , and c 2 f 0 ; 1 g .

If these v alues corresp ond to an incorrectly colored edge, then the v eri�er rejects. Also, if the

v alues of ( x

c

a;i

; y

c

a;i

) sen t in this step do not corresp ond with those remem b ered from Step 2, then

the v eri�er also rejects. Otherwise, the v eri�er accepts.

Steps 1 through 3 can b e rep eated man y times to increase the v eri�er's con�dence. The

proto col for arbitrary languages in IP is in the same spirit as this proto col. But is complicated

b y the fact that the base zero-kno wledge pro of of [BGGHKMR] is somewhat more complicated.

Instead of 4 bits b eing decommitted on request from the v eri�er, 28 bits are(though this n um b er

could b e reduced considerably with a little w ork). No further serious tec hnical di�culties arise

in the general case.

4.1 Is this proto col a pro of ?

T o mak e a short story shorter, y es. Using the argumen t of [GMW], and the fact that our

commital proto col k eeps the pro v er honest, it is not hard to sho w that, for an y non-3-colorable

graph, the v eri�er will reject with nonneglible probabilit y . This probabilit y can b e ampli�ed b y

rep eated runnings of the proto col. Also, it is not hard to sho w that the v eri�er can w ork in

probabilistic log-space and p olynomial time. In the next section, w e sho w that the proto col is

language-recognition zero-kno wledge.

5 Sim ulating Bad V eri�ers.

T o pro v e our theorem, w e m ust sho w ho w, on input x , to sim ulate a bad v eri�er, V

0

, with some

arbitrary auxiliary input, y . More precisely , w e m ust appro ximate the distribution of the �nal

con�guration reac hed b y V

0

. This turns out to b e relativ ely easy , if the sim ulator has un b ounded

memory . Suc h a sim ulation, of course, is not su�cien t to pro v e our theorem, but giv es some

insigh t in to the log-space sim ulation.
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5.1 Mimic king the [GMW] Sim ulation.

The sim ulator for the 3-colorabilit y proto col that uses an ideal commit proto col (en v elop es) is

v ery easy . If one sees exactly t w o no des connected b y an edge, and absolutely nothing else, then

it is easy to randomly color these no des. Ho w ev er, this sim ulation argumen t do esn't go through

for our proto col. T o p erform our naiv e sim ulation, w e use a tric k �rst used in [GMW]. W e ha v e

the sim ulator randomly guess what edge the v eri�er will ask to see, color the no des on this edge

consisten tly , and then sim ulates the proto col with the fak e coloring. If the sim ulated v eri�er asks

for the edge that w as guessed b y the sim ulator, it unco v ers the t w o adjacen t no des as it w ould

do in the actual proto col. Otherwise, it scraps the sim ulation, and tries again.

Sim ulator Naiv e-Pro v e-3-Color(G,V

0

(y))

Step 1: As b efore, w e pic k the securit y parameter, k , equal to j G j . The sim ulator pic ks a random

edge, ( v

l

; v

m

) 2 G . It then randomly pic ks v ectors x

c

a

; y

c

a

, for a 2 f l ; m g , and c 2 f 0 ; 1 g , suc h

that they corresp ond to a legal random coloring of ( v

l

; v

m

).

Step 2: The sim ulator sim ulates the pro v er sending, bit b y bit, all of the v ectors

x

0

1

; y

0

1

; x

1

1

; y

1

1

: : : ; x

0

j G j

; y

0

j G j

; x

1

j G j

; y

1

j G j

, to V

0

( y ). In the eigh t of the p ositions corresp onding to

the edge ( v

l

; v

m

), the v eri�er uses the v ectors it c hose in Step 1. It mak es up all the other v ectors

at random, and do es not ev en b other to remem b er them(since they will hop efully not b e referred

to in an y later part of the sim ulation).

Step 3: The sim ulator runs V

0

( y ), and receiv es its edge request. If this request is not equal

to ( v

l

; v

m

), it ab orts the sim ulation and starts again from scratc h. Otherwise, it sim ulates the

pro v er sending the pairs, ( x

c

a;b

; y

c

a;b

), for a 2 f l ; m g ; c 2 f 0 ; 1 g , and b 2 [1 ; k ]. This will complete

the sim ulation. The sim ulator outputs the �nal con�guration of the sim ulated V

0

( y ).

The follo wing lemma, whose pro of w e omit, states that the sim ulator do es essen tially the

righ t thing.

Lemma 2 Sim ulator Naiv e-Pro v e-3-Color( G; V

0

( y )) will, in exp ected p olynomial time, output a

con�guration of V

0

( y ) according to the same distribution as w ould b e obtained b y ha ving V

0

( y )

in teract with the actual pro v er. 2

T o giv e a v ery brief idea of ho w the lemma is pro v ed, w e �rst observ e that up through Step

2 of the sim ulation, the sim ulator realizes the correct distribution on the con�guration of V

0

( y ).

This is due to Lemma 1. W e can tak e the correct distribution on the v ectors, corresp onding to an

actual 3-coloring, and then randomize an y ( x ; y ) pairs w e lik e without signi�can tly c hanging the

state distribution of V

0

( y ). In terms of conditional distributions, V

0

( y ) do esn't care that all the

commital v ectors it didn't ask ab out w ere completely random, since it can't distinguish b et w een

commitals of 0's, and commitals of 1's. Essen tially , w e are using the same argumen t as with

[GMW], except w e are using the indistinguishabili t y prop ert y of our commital proto col instead

of the indistinguishabili t y assumption ab out the one-w a y p erm utations.

The fact that the sim ulator threw out all the con v ersations where it guessed wrong do es not

distort the probabilit y distribution. Since the sim ulator made its guess uniform, and the request

b y the sim ulated V

0

( y ) is essen tially indep enden t of this guess(this claim requires another app eal

to Lemma 1), the �nal con�guration distribution will not b e detectably biased. This is again

essen tially the same argumen t as is made in [GMW].
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Finally , w e note that all w e ha v e assumed ab out the bad v eri�er, V

0

, with auxiliary input y ,

is that

1. V

0

( y ) can b e easily sim ulated. This is to sa y that giv en the information on its w ork and

comm unication tap es, one can sim ulate a step of its computation according to the correct

distribution.

2. V

0

( y )'s state information can b e expressed using o ( k ) bits, where k is the length of the

v ectors, pro vided one kno ws y . This allo ws the comm unication complexit y argumen t to go

through.

This sim ulation result can th us b e used to pro v e Theorem 2. Note that this is not a real

language-recognition zero-kno wledge result, since the sim ulator has no memory restrictions.

Th us, some additional p o w er ma y b e obtained b y talking to a pro v er, but not m uc h.

5.2 Dra wbac ks to the Naiv e Sim ulation Sc heme.

The naiv e sim ulation sc heme has t w o dra wbac ks, one ma jor and one minor. The minor problem

is that it runs in exp ected p olynomial time instead of fully p olynomial time. This is a purely

tec hnical n uisance, since w e can ha v e the sim ulator giv e up if it runs to o long. A sim ulator whic h

o ccasionally fails can still b e used to recognize languages, pro vided that the sim ulator's failure

probabilit y is m uc h smaller than the edge the sim ulation giv es in recognizing a language.

More serious is the fact that the sim ulator m ust remem b er eigh t large v ectors. This tak es far

more than O (log n ) bits of memory , whic h is all w e w an t the sim ulator to use. The di�cult y is

that eac h of the four pairs of v ectors, ( x ; y ), is used at t w o di�eren t times in the proto col. In

order to use a v ector pair the second time, it seems necessary to remem b er it from the time it

w as �rst used. F urthermore, the pairs are sen t to the v eri�er in t w o di�eren t orders: One after

the other at the b eginning of the proto col, and in terlea v ed together at the end of the proto col.

T o get around this problem, w e need a new tec hnique.

5.3 Sa ving Space b y Using Time-T ra v el.

If one could tra v el bac k and forth in time, one could deal with generating a v ector pair ( x ; y ),

sub ject to x � y = b , for some b , and then using the pair at three separate times in the sim ulation.

If w e write x = x

1

; : : : ; x

k

and y = y

1

; : : : ; y

k

, then, using time-tra v el, w e could do the follo wing

tric k: Denote b y T

x

the time-line in the sim ulation that starts just b efore x is sen t to V

0

( y ), T

y

the time-line in the sim ulation that starts just b efore y is sen t to V

0

( y ), and T

xy

the time-line

in the sim ulation that starts just b efore V

0

( y ) is sen t x ; y in in terlea v ed order. W e no w run our

sim ulation on these three di�eren t time-lines. F or eac h i , going from 1 to k , w e do the follo wing.

1. Generate ( x

i

; y

i

)

2. Jump to time-line T

x

, at whic h p oin t x

i

is to b e �rst sen t to V

0

( y ), and sim ulate V

0

( y ) on

seeing x

i

.

3. Jump to time-line T

y

, at whic h p oin t y

i

is to b e �rst sen t to V

0

( y ), and sim ulate V

0

( y ) on

seeing y

i

.
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4. Jump to time-line T

xy

, at whic h p oin t the pair ( x

i

; y

i

) is to b e sen t to V

0

( y ), and sim ulate

V

0

( y ) on seeing ( x

i

; y

i

).

If setting up and switc hing time-lines w ere for free, this pro cedure w ould tak e only constan t

memory . Unfortunately , w e don't really ha v e time-tra v el. It turns out, ho w ev er, that in the case

where V

0

is a log-space mac hine, w e can sim ulate a constan t n um b er of time-lines, at the cost of

O (log n ) bits of memory p er time=line, and a 2

O (log n )

slo wdo wn in the sim ulation. This su�ces

for our purp oses.

5.4 Sim ulating Multiple Time-Lines.

In tuitiv ely , w e view a time-line as b eing a �xed p erio d of time in the sim ulation. W e will partition

the en tire sim ulation in to a series of time-lines, eac h o v erlapping so that the ending time of a

time-line is equal to the starting time of the next. Computationally , w e represen t eac h sim ulated

time-line b y a �v e-record data structure. This structure con tains

1. The starting time of the time-line,

2. The con�guration of V

0

( y ) at the b eginning of the time-line.

3. The ending time of the time-line,

4. The curren t time of the time-line, and

5. The con�guration of V

0

( y ) at the curren t time.

This data structure tak es O (log n ) space.

Giv en a time-line with a giv en start and end time, w e initialize it b y �rst uniformly pic king

a random con�guration for V

0

( y )(unless the time-line starts at the b eginning of the sim ulation,

in whic h the initial con�guration of V

0

( y ) is used). The reason for this c hoice will b e discussed

later. This random con�guration assigned as the b eginning con�guration, and the curren t con-

�guration. The curren t time is set to b e the start time. The actual running of a time-line is v ery

straigh tforw ard. Ev ery time a step of V

0

( y ) is sim ulated, the curren t time, and curren t con�g-

uration �elds for the time-line are up dated accordingly . Once the end-time of a giv en time-line

is reac hed, the curren t con�guration is compared with the start con�guration of the time-line

temp orally follo wing the giv en time-line. If the t w o are equal, as is necessary if the sim ulation is

to b e at all reasonable, the sim ulation is allo w ed to con tin ue. Otherwise, the en tire sim ulation is

ab orted, and started o v er from scratc h.

Wh y are the start con�gurations of a time-line c hosen uniformly? This is for the same

reason the edge that the sim ulator colors prop erly is c hosen uniformly . The uniform distribution

of start con�gurations, main tains the prop er distribution of con v ersations sim ulated, since no

con v ersation is more lik ely than an y other to b e ab orted due to an inconsistency . The probabilit y

that a con v ersation will not dev elop an y temp oral inconsistency is equal to

(# of p ossible con�gurations )

� (# of time-lines � 1)

:

In the pro of that N P is in language-recognition zero-kno wledge, w e need 17 � O (1) time-lines.

In the pro of that I P is in language-recognition zero-kno wledge, w e need 113 � O (1) time-lines. In
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b oth cases, the n um b er of p ossible con�gurations is p olynomial in the size of the output, so the

slo wdo wn is only p olynomial. Note that it is only in the time-line sim ulation argumen t that w e

need the fact that the malicious v eri�er is log-space(and therefore has only p olynomially man y

con�gurations).
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